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Figure 10. Image (negated) after noise removal Figure 11. Object sampling.
and Gaussian filtering.

Figure 12. Resulting surface.

The surfaces obtained from the original images presented in Fig. 3 are
visible in Fig. 13. The original images with identification (ID) O (zero)
and 1 (one) were not considered.

3.3. Isobaric Contour Model

As in the two previous models, the approaches used to match isobaric

contours are:

e A single Sclaroff’s isoparametric finite element, either 2D or 3D, is
used to model each contour.

e A set of linear axial finite elements are used to build each contour
model.
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Figure 13. Surfaces obtained from the last eleven images of the example sequence
(continue).
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Figure 13. Surfaces obtained from the last eleven images of the example sequence
(conclusion).

The isobaric contours are extracted from the correspondent surface,
beforehand obtained using the procedures described in the previous
section (see Fig. 14).

Figure 14. Ten isobaric contours extracted from the surface of Fig. 12.

4. Matching Methodology

Fig. 15 displays a diagram of the adopted physical matching
methodology. The locations of the objects data points in each image,
X =[X,...X,], are used as the nodes of a finite elements model made of
an elastic material. Next, the eigenmodes {¢} of the model are
computed, providing an orthogonal description of the object and its
natural deformations, ordered by frequency. Using a matrix based
notation, the eigenvectors matrix [®] and the eigenvalues diagonal
matrix [Q] can be written as in equation (1) for 2D objects and as in
equation (2) for 3D objects.

The eigenvectors, also called shape vectors” > '®!" describe how each
vibration mode deforms the object by changing the original data point
locations: X, =X +a{¢} . The first three (in 2D) or six (in 3D)
vibration modes are the rigid body modes of translation and rotation; the
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remaining modes are non-rigid" * '® . In general, lower frequency
modes describe global deformations, while higher frequency modes
essentially describe local deformations. This type of ordering, from
global to local behaviour, is quite useful for object matching and
recognition.

[®]=[{¢}]I---I{¢}2m]={”;” and [Q]=| - , (D

[@]= [{¢}1|...|{¢}3m] =| ¢ |and [Q]= . ()

o]

The eigenmodes also form an orthogonal, object-centred coordinate
system for the location of the data points, i.e., the location of each point
is uniquely described in terms of each eigenmode displacement. The
transformation between the Cartesian image coordinates and the modal
coordinates system is achieved through the eigenvectors matrix of the
physical model.

Two sets of data points, for example, corresponding to the objects
represented in two different images of a sequence, are to be compared in
the modal eigenspace. The main idea is that the low order modes of two
similar objects will be very close, even in the presence of an affine
transformation, a non-rigid deformation, a local shape variation, or noise.
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INPUT: two objects, each constituted by a
set of points

Object ¢ . Object t+1
1L
MODELING: Construction of a physical model for each
object, using the finite elements method

1l

( MODAL ANALYSIS: Determination of the eigen modes of

each physical model
. /

1l

<
(RELATION BETWEEN BOTH OBJECTS: Construction of
the affinity matrix based in the difference between the
displacement of each pair of points (one of each object) in
their modal space

Il

MATCHING PROCESS:
using either the local or the
global approach

.

[l

iy
OUTPUT: matched objects

N

Figure 15. Diagram of the adopted matching methodology.

Using the above concept, data correspondence is obtained by modal
matching. In this work, two matching search procedures are considered:
(1) a local search or (ii) a global search. Both search strategies consider
an affinity matrix [Z], constructed from the Euclidian distance between
the characteristic vectors of each physical model, whose elements are, for
2D and for 3D, respectively:

Zij = “{”}m _{u}tﬂ.,f
Zy= ”{”}u _{u}m,.i 2
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The local search strategy was proposed in the original modal
matching methodology" > °, and basically it consists in seeking each row
of the affinity matrix for its lowest value, considering the associated
correspondence if, and only if, that value is also the lowest of the related
column. With this search philosophy, the models nodes are considered as
independent entities and so the original object structure is ignore.

As previously referred, the matching problem considering only
matches of type “one to one” and objects with equal number of data
points can be considered as a classical assignment problem, which is a
particular case of an optimization problem'®*°. In the formulation of this
type of problem is assumed that: the number of data points of both
objects is the same, »; it is known the assignment cost, Z,, of each pair
of points (i, ), where i is a point of object + and ; is a point of object
t+1. As the notation tries to evidence, this assignment cost is equal to
the element in line i and column ; of the affinity matrix, [Z].

The assignment problem initially appeared to mathematically
formulate problems in which » jobs/works must be distributed by »
tasks, with the restriction that each job/work had to be assigned to one,
and only one, task and vice-versa, subject to the minimization of the
global assignment cost. In this work, the jobs/works are the data points of
the object ¢ and the tasks are the data points of the object 7+1. So, for
the mathematical formulation of this matching problem, let’s consider:

, (&)

4

1 if point i of ¢ is assigned to point j of 7 +1
X.. =
0 otherwise

with i, j=1,2,..,n. Next expressions follow the typical structure of a
mathematical programming problem, with an objective function and a set
of restrictions in the problem’s variables:

n n
minimize =3 Y Z..x., (6)
i=1j=1 Y'Y
n
subject to Y, Xj =1, with i=1,2,..,n, 7
j=1

n
Y x. =1, with j=1,2,..,n, (®)
i=1Y
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and x; €{0,1},Vi, . Q)

In equation (6), the function f takes the value of the assignment total
cost. The first restriction (7), forces each data point in object ¢ to be
assigned to one, and only one, data point in object ¢+1. The second
restriction (8), forces each data point in object #+1 to be assigned to one,
and only one, data point in object ¢. The third and last restriction (9),
forces the problem’s variables, x; (i, j=12,..,n), to take one of the two
possible values {0,1}.

To solve the assignment (matching) problem we considered three
algorithms: the Hungarian method' '°; the Simplex method for flow
problems'® *'; and the LAPm algorithm'® **. The Hungarian method is
the most well known method for the resolution of the assignment
problem. The Simplex method for flow problems solves problems with
less rigid restrictions than the assignment problem, but where this last
can be included as a special case. The LAPm method is a considerably
recent algorithm developed to solve classical assignment problems.

Once the optimal global matching solution is found, as in the original
local matching procedure, the matches that exceed a pre-established
matching threshold level are eliminated from that solution. The relevance
of this restriction is higher with this global matching approach, because a
solution of the assignment problem always has the maximum number of
matches of type “one to one”, due to the problem’s restrictions.

Case the number of data points of the two objects to be matches are
different, with the usual matching restriction that allows only matches of
type “one to one”, will necessarily exist data points that will not be
matched. The solution found was initially add fictitious points to the
model with fewer data points; this way, we solve the optimization
problem requirement of the affinity matrix be necessarily square. Then,
after the optimization phase, we have some real objects data points, the
excess points, matched with the fictitious elements previously add.
Finally, these excess points are matched adequately with real objects data
points, using a neighbourhood and an affinity criterion, as follows:

e For each excess point, the developed algorithm fits it between its
matched nearest neighbours;
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e From the correspondences of those neighbours in the other object, it
is determined the best correspondence for the excess point,
minimizing the costs and considering that the neighbours must
remain as so and that there must not exist crossed matches;

e As in the optimization phase, the obtained matches will only be
considered as good matches if, and only if, the pre-established
matching threshold level is respected.

With this solution, for the excess objects data points are allowed matches

of type “one to many” or vice versa.

Note that, for all the used methodologies in the matching framework
it is not considered any additional information about the original image
sequence neither about the represented objects.

5. Results

The presented matching methodology was integrated in a generic
software platform for deformable objects™ **, previous developed using
Microsoft Visual C**, the Newmat** library for matrix computation and
the VTK - The Visualization Toolkit*> *® for 3D visualization, mesh
triangulation, simplification and smoothing, and for isobaric contours
extraction.

This section presents some experimental results obtained on objects
extracted from dynamic pedobarography images, using the adopted
matching methodology. First, are presented results considering contour,
then surface, and finally isocontour models. In all cases, the object pairs
considered were just selected for example purposes.

All the results presented in this section, were obtained considering in
the objects modeling the Sclaroff’s isoparametric finite element and
rubber as the virtual elastic material, and using 25% of the models
vibration modes in the matching phase.

5.1. Contour Object Matching

Considering the pairs of contours with ID 2/3, 3/4 and 10/11, previously
presented in Fig. 8, using the matching methodology adopted, we obtain
the matches shown in Fig. 16, 17, and 18, respectively. In these figures,
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the contours data points, and also the matched pairs, are connected for
better visualization.

Local matching: 53 Optimization matching: 64
a8 N ‘.‘\'\'\.\
S Pl
' "'I,:|,. __J "ll,IIII P
[y I IEe

Figure 16. Matches obtained between contours with ID 2 (64 nodes) and 3 (64 nodes).

Local matching: 44 Optimization matching: 64
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Figure 17. Matches obtained between contours with ID 3 (64 nodes) and 4 (67 nodes).

The matches found between the contours extracted from the last
eleven images (ID 2 to 12) of the example sequence, are present in Fig.
19. The number and the percentage of matches obtained during the same
sequence are indicated in Table 1.

The results obtained using the local search strategy, were in range of
50.2% to 82.8% and present all good quality; instead, the optimization
search procedure had always 100% of matching success, and in generally

the found matches also have good quality and the excess nodes were
reasonably matched.
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Local matching: 24 Optimization matching: 48

{

Optimization matching: 47 (reducing the matching
threshold level to eliminate the wrong match)

gy

Considering 50% of the modes: (local deformations)
Local matching: 32 Optimization matching: 48

Figure 18. Matches obtained between contours with ID 10 (48 nodes) and 11 (48 nodes).

Local matching Optimization matching

Figure 19. Matches obtained between all eleven contours (from ID 2 to 12).

One important remark is the use of the same methodology parameters
for all matching cases. If the parameters were adjusted for each contour
pair, the results could be improved. In the same way, the matching
threshold level was chosen to allow all the established matches, avoiding
the rejection of the less adequate matches (see Fig. 18, for example).
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Table 1. Number (N° Match) and percentage of matches (% Match) obtained between the
contours extracted from the last eleven images (ID 2 to 12) of the example sequence.

Local Optimization %‘;5:
contours ID Njo\Zes N° Match % Match Mi::;: h % Match N° Match
2,3 64/64 53 82,8% 64 100%
3,4 64/67 44 68,8% 64 100% 67
4,5 67/67 55 82,1% 67 100%
5,6 67/64 47 73,4% 64 100% 67
6,7 64/58 46 79,3% 58 100% 64
7,8 58/51 30 58,8% 51 100% 58
8,9 51/50 33 66,0% 50 100% 51
9,10 50/48 26 54,2% 48 100% 50
10, 11 48/48 24 50,0% 48 100%
11,12 48/46 25 54,3% 46 100% 48

5.2. Surface Matching

The matches found between the surfaces models with ID 2/3, 4/5 and
11/12, each one build from the correspondent image of the example
sequence, using the adopted matching methodology, are shown in the
Fig. 20, 21, and 22, respectively. In these figures, the matched nodes are
connected for better viewing and two different views are presented.

The number and the percentage of matches obtained considering the
surfaces models build from the last eleven images of the example
sequence are indicated in Table 2.

The results of the local search strategy were in range of 33.3% to
87.8%, and, attending to the high objects deformation, we can consider
that the found matches have good quality. In other hand, the search
strategy based on optimization techniques had always 100%, and
generally the matches present also good quality.

As in the contour case, all the parameters of the matching
methodology were considered constant along the sequence.



360 J. M. Tavares and L. Ferreira Bastos

Local matching: 48

Level Level
[ 8 17 25 33 42 50 58 67 75 o 8 17 25 33 42 50 56 67 75

Optimization matching: 116

Level

Level
a 8 17 25 33 42 50 58 67 75 o 8 17 25 33 42 50 58 67 75

Figure 20. Matches obtained between surfaces with ID 2 (116 nodes) and 3 (131 nodes).

Local matching: 64

Level Level
a 8 17 25 33 42 50 58 67 75 o 8 17 25 33 42 50 58 67 75

Figure 21. Matches obtained between surfaces with ID 4 (131 nodes) and 5 (125 nodes).

5.3. Isocontour Matching

Using the proposed matching methodology to establish the
correspondences between the isocontours with ID 1/2, 4/5, and 6/7, all
extracted from the image with ID 6 of the example sequence, were
obtained the matches shown in Fig. 23, 24, and 25, respectively. As in
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the surface case, in these figures the matched nodes are connected and
two different views are presented.

Local matching: 32

18 27 36 44 83 62 71 80 o 9 18 27 36 44 53 62 71 80

(] ¢
[ i - [ ]
Figure 22. Matches obtained between surfaces with ID 11 (99 nodes) and 12 (85 nodes).

Table 2. Number (N° Match) and percentage of matches (% Match) obtained with the
surfaces build from the last eleven images of the example sequence.

Local Optimization
Surfaces ID N°Nodes  N°Match % Match N°Match % Match
2,3 116/131 48 41,3% 116 100%
3,4 131/131 115 87,8% 131 100%
4,5 131/125 64 51,2% 125 100%
5,6 125/109 67 61,5% 109 100%
6,7 109/107 51 47,7% 107 100%
7,8 107/96 32 33,3% 96 100%
8,9 96/98 52 54,1% 96 100%
9,10 98/95 56 58,9% 95 100%
10, 11 95/99 52 54,7% 95 100%
11,12 99/85 32 37,4% 85 100%

The matches found considering eleven isocontours extracted from the
same image (with ID 6) of the example sequence are shown in Fig. 26.



362 J. M. Tavares and L. Ferreira Bastos

Local matching: 52

Level! Level

Figure 23. Matches obtained between isocontours with ID 1 (76 nodes) and 2 (76 nodes).

Local matching: 40

Level Level
a1 42 42 45 47 48 50 51 53 54 41 42 44 a5 47 48 50 51 53 54

Figure 24. Matches obtained between isocontours with ID 4 (76 nodes) and 5 (70 nodes).

The number and the percentage of the obtained matches considering
the referred eleven isocontours are indicated in Table 3.
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Local matching: 24

Level
76 77 78 80 81 82

i1
A
=
"'ls.‘.!'iﬂi“a{a‘\-‘li
Level Level
71 72 73 75 76 77 78 80 81 82 71 72 73 75 76 77 78 80 81 82
Excess nodes matching: 54
Level Level
71 72 73 75 76 77 78 80 81 82 71 72 73 75 76 77 78 80 81 82

. . N
Figure 25. Matches obtained between isocontours with ID 6 (54 nodes) and 7 (46 nodes).

Using the local search strategy, the results obtained were in range of
50.0% to 94.1%, and the matches found could be considered of good
quality. Instead, the search based on optimization techniques had always
100% of matching success, and in generally the matches found have also
good quality and the excess nodes were reasonably matched.

As in the contour and surface cases, the matching results obtained
could be improved if the parameters of the adopted methodology were
adjusted for each isocontour pair.

6. Conclusions

The several experimental tests carried through this work, some reported
in this paper, allow the presentation of some observations and
conclusions.

The physical methodology proposed, for the determination of
correspondences between two objects, using optimization techniques on
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the matching phase, when compared with the one previously developed
that considers local search, obtained always an equal or higher number of
satisfactory matches. It was also verified that the number of matches
found is independent from the optimization algorithm considered.

Local matching:

Figure 26. Matches obtained between the eleven isocontours extracted from the
image with ID 6 of the example sequence.

In some experimental cases, in order to obtain a higher number of
satisfactory matches using the local search strategy, the parameters of the
physical methodology had to be carefully chosen. In those same cases,
the application of the optimization strategy in the matching phase,
beyond the good quality of the matches found, revealed less sensible to
the methodology parameters. This suggests that using the proposed
global search strategy in the matching phase, the adopted physical
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methodology become easier to handle and also more adjustable to
different kinds of applications.

Table 3. Number (N° Match) and percentage of matches (% Match) obtained with the
eleven isocontours extracted from the image with ID 6 of the example sequence.

PN Excess
Local Optimization Nodes
N° ,, 0 N° % ”
Isocontours ID Nodes N’ Match % Match Match Match N’ Match
1,2 76/76 52 68,4% 76 100%
2,3 76/74 58 78,4% 74 100% 76
3,4 74/76 50 67,6% 74 100% 76
4,5 76/70 40 57,1% 70 100% 76
5,6 70/54 32 59,3% 54 100% 70
6,7 54/46 24 52,2% 46 100% 54
7,8 46/38 22 57,9% 38 100% 46
8,9 38/34 17 50,0% 34 100% 38
9,10 34/34 32 94,1% 34 100%
10, 11 34/34 17 50,0% 34 100%

To have satisfactory matching results in some of the examples
considered, when compared with the local search strategy, the global
search strategy always required an inferior number of eigenvectors in the
affinity matrix construction. This suggests that the total computational
effort of the global matching methodology can be reduced if optimization
techniques are considered.

In terms of execution time, the optimization algorithm that uses the
Hungarian method showed to be of low efficiency. In the several
experimental examples performed, the Simplex algorithm for flow
problems revealed the most efficient among the optimization algorithms
considered. The execution time of LAPm algorithm was higher than the
Simplex algorithm for flow problems, even being a more specific
algorithm for this type of problems. This can be dew to the interval in
which lay the elements of the affinity matrix, [0; 1], since when this
algorithm was tested in ' it revealed the most efficient when the
considered interval was [1; 100].
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In the several experimental tests performed considering contour
objects, the implemented algorithm for the determination of
correspondences of the excess data points always finds satisfactory
matches. That allows us to conclude that the referred algorithm can
become an interesting base for the development of new solutions for the
determination of matches of type “one to many” and vice versa, and that
should be ported to more complex objects (i. e., surfaces).

The experimental results shown in this paper, confirm that the
proposed physical methodology can satisfactory match objects
represented in dynamic pedobarography images, and that the use of the
pixel brightness values as a third Cartesian coordinate is very
satisfactory, both in terms of its interpretation as pressure, and in solving
the problems associated to merging or the splitting of objects.
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CHAPTER 20

TRAJECTORY ANALYSIS FOR SPORT AND VIDEO
SURVEILLANCE
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Ecole Polytechnique Fédérale de Lausanne, 1015 Lausanne, Switzerland
E-mail: pierre.roduit@epfil.ch.

In video surveillance and sports analysis applications, object trajectories offer the
possibility of extracting rich information on the underlying behavior of the mov-
ing targets. To this end we introduce an extension of Point Distribution Models
(PDM) to analyze the object motion in their spatial, temporal and spatiotemporal
dimensions. These trajectory models represent object paths as an average trajec-
tory and a set of deformation modes, in the spatial, temporal and spatiotemporal
domains. Thus any given motion can be expressed in terms of its modes, which
in turn can be ascribed to a particular behavior.

The proposed analysis tool has been tested on motion data extracted from a
vision system that was tracking radio-guided cars running inside a circuit. This
affords an easier interpretation of results, because the shortest lap provides a ref-
erence behavior. Besides showing an actual analysis we discuss how to normalize
trajectories to have a meaningful analysis.

20.1. Introduction

Object tracking at frame-rate on standard desktop computers has been rendered
possible by faster and cheaper hardware (cameras, frame-grabbers, processors).
This has sprung up many applications in video surveillance,! sports analysis,’
human-machine interfaces,’ robotics,* and ethology.>¢ Since tracking data is now
relatively easy to acquire,’ it is necessary to process it and to extract meaningful
information for higher-level tasks such as behavior analysis or sportsmen perfor-

mance evaluation.
This project intends to develop new analysis tools to characterize the gestures

or motions of sportsmen by means of their trajectories or the trajectories of their
extremities. To this end, we intend to use deformable templates to build mean-
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ingful models of a set of trajectories. These deformable models should allow to
describe variations around an average or reference trajectory. Point Distribution
Models (PDMs)? are one kind of deformable templates of particular interest be-
cause of their statistical meaning and simple mathematical expression. They have
been applied to model object shapes. However a trajectory is more than a geomet-
ric shape; it comprises also temporal information that can be of key importance in
some analyses. This paper proposes an adaptation of Point Distribution Models to
analyze trajectories in their spatial, temporal and spatiotemporal dimensions.

This paper is organized as follows. In the next section, Point Distribution
Models will be succinctly presented together with the adaptations introduced to
model temporal information. Section 20.3 will describe the experiments we have
conducted with trajectories from radio-controlled cars and a discussion will close
the paper.

20.2. Point Distribution Models for Trajectories

A trajectory can be represented as an ordered set of points 7 in space and time.
Without loss of generality we shall consider trajectories lying on a plane and
hence, given a set of trajectories, the i/ point in the k*" trajectory can be written
as

b = [ab oyt ] (20.1)

3

where z¥, y¥ are the spatial coordinates and ¥ is in the temporal dimension. The
k" trajectory, 74, made up of N points 7f ... wX;, is then written as

k koo k k 4k k1T

Tk:[a:l...xNyl...yNtl...tN} (20.2)

As described in,% each trajectory in the set can be described as the superposi-
tion of an average or reference trajectory and a linear combination of deformation
modes:

Te =T + P - By, (20.3)
where P = [p1 P2 .. .pr] is the matrix of eigenvectors of the covariance matrix
1 K
5:—K_lg(n—F)(n—F)T:P-A-P‘l (20.4)

and K is the number of trajectories available in the training set and r =
min(3N, K) — 1 is the number of degrees of freedom in the set.

The computation of matrix P from a set of representative trajectories is known
as Principal Component Analysis (PCA)° or Karhunen-Love Transform (KLT). It
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provide the r vectors [p; ...p,] or eigenshapes that define a set of orthogonal
deformations. These deformations indicate the directions, relative to the mean
shape, in which the trajectory points 7¥ are found to be moving. Generally only
the M most important or energetic modes (M < r) are retained, where their
energy is defined by the associated eigenvalue \; in matrix A.

In equation (20.3), By, is a vector of deformation coefficients defined as

By = [bh bk, 04", (20.5)

that indicates the contribution of each deformation mode p; toward the actual
shape. For a given trajectory 7y this contribution By, is computed as

By = P71, — 7). (20.6)

Vector By, provides a signature of the trajectory in deformation space. Simi-
lar trajectories should have resembling signatures, and since signatures provide
a more compact description of trajectories —that is the whole point in using
models— they are more convenient for classification tasks.

20.2.1. Outlier detection

However, if a given trajectory is very different from the ones in the training set,
it will require a large amount of deformation to fit the resulting model. Therefore
the deformation coefficients By can be used to detect outlier trajectories by using
Hotelling’s 7% statistic,'® which is a multivariate analogue of the ¢-distribution.
To use this statistic, the deformation modes have to be normalized so that they all
have the same unit variance. Mathematically it means that we define a new set of
normalized modes and coefficients

P=PA 2 (20.7)
B, =A"2B,. (20.8)

where A is the diagonal matrix that contains the eigenvalues of the covariance
matrix. In this normalized space we can define for each trajectory a scalar value

M
TP = BiBr =) _(bF)? (20.9)
j=1

where M is the number of principal modes retained. This scalar 77 is the Ma-

halanobis distance of the trajectory, and it can be interpreted as the normalized
deformation energy of the related trajectory. If deformation coefficients bé? in the
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training set were normally distributed, then (1 — )% of times the deformation
energy would be bounded by the scalar
e _M(K-1)
a,M,K — K—M
where Fiys i pr.o stands for the Fisher distribution with M and K — M degrees of
freedom and (1 — )% confidence interval. Therefore a trajectory can be defined
as statistically conforming to the set if

Far k- Mia (20.10)

TE < T3 arxc (20.11)

20.2.2. Analysis of temporal information

Trajectories can be analyzed in their spatial, temporal or spatiotemporal dimension
by projecting them into the corresponding subspaces. If taken only in their spatial
dimensions they become geometric shapes as in the original PDM formulation.®
If they are projected into the time dimension they provide a temporal profile and
can also be analyzed with the same methodology.

A spatiotemporal analysis requires measuring spatial and temporal deforma-
tion modes combined, but the variance present in the spatial and temporal com-
ponents is generally different by orders of magnitude, which means that spatial
deformation modes can be “masked” by temporal deformation modes. To avoid
this problem, instead of applying the PCA on the covariance matrix, the correla-
tion matrix is used, that is, the difference components are normalized with respect
to their variance:

. 1

X = U—[x’f kT (20.12)
-1

Vi = —[ub .. uk)" (20.13)
Oy
-1

t = —[th ..tk (20.14)
gt

where o, stands for the standard deviation of the = component.

20.3. Experiments

We have applied the analysis described above to a series of trajectories extracted
from a vision system that was tracking radio-guided cars running inside a circuit,
shown in figure 20.1(a).

This was a playful demonstrator installed during the public festivities for the
EPFL’s 150" anniversary. Spectators had the possibility of racing 2 cars for about
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Fig. 20.1. On the left, the circuit used for the radio-controlled cars, with the cross markings used

for camera calibration purposes. On the right the spatial profile of a set of trajectories for one player
(9 trajectories). The average trajectory is indicated with a thicker line.

3 minutes, which implied typically 8-9 laps, which will be the trajectories under
study (cf. figure 20.1(b)).

llustration of the correspondance problem
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Fig. 20.2.  On the left the problem of correspondence between the points in two trajectories is shown.
On the right, the selected resampling technique is shown: trajectories are resampled along orthogonal
lines to the points in a reference trajectory.

Before being analyzed, trajectories have to be preprocessed to meet some re-
quirements imposed by PDMs, such as that they all should have the same number
of points. The simplest way is to perform a temporal resampling, whereby each
trajectory is fitted by a cubic spline!' and resampled with a uniform sampling rate
on the time axis, but this approach leads to a correspondence problem between
points in two trajectories, as shown in figure 20.2(a).
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To solve this problem the trajectories are fitted to cubic splines and resampled
along orthogonal positions to a reference trajectory (cf. figure 20.2(b)). The ref-
erence trajectory is chosen so that it is smooth enough to afford the resampling of
the maximum number of trajectories. Indeed, if the trajectory has many bends, the
intersections with the orthogonal lines might not respect the original order or they
might not even exist. In any case, sensitivity analysis has shown that, for this data
set, the choice of the reference trajectory does not have a noticeable impact on the
subsequent modes. Once the trajectories are resampled they can be superposed
and an average trajectory and modes can be computed.

20.3.1. Purely-spatial analysis

To perform a purely-spatial analysis we deal only with the ¥ and y¥ coordinates
of the trajectory, removing the temporal values t¥. Equation (20.2) becomes

T
T = [x’fxlfvyfym (20.15)

and the analysis is performed as in the original PDM formulation,® providing in-
formation about the spatial shape of the trajectories.
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Fig. 20.3. On the left side each individual lap is plotted together with the average trajectory 7. The
right image shows the synthetic trajectory corresponding to each mode p; with its greatest contribution
msx(b;“) found in the set.

Figure 20.3(a) shows the individual laps together with the average trajectory 7.
Figure 20.3(b) represents the different modes of the spatial analysis. Each mode
is plotted with a coefficient corresponding to the greatest contribution mgx(b?)
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found in the set. The modes are ordered by decreasing amount of shape variation
(energy). The cumulative energy is plotted in figure 20.4(a), where it can be seen
that the first 4 modes contain 85% of the energy in the training set. The last mode
can be neglected.

The spatial representation of each mode can be directly linked to the tra-
jectories. Figure 20.4(b) shows mode 2 with different amounts of deformation
by generating synthetic trajectories 7 = T + B - P with a deformation vector
B =10 d00000 0] where only the second component is nonzero. It can be
interpreted that this 2" mode encodes the variability in the way the bottom curves
are negotiated, and most particularly the bottom-right curve. Indeed lap 2, which
has a variation in that same curve, shows the greatest contribution from mode 2,
as seen in figure 20.5(a). A similar relationship can be seen between mode 3 and
lap 9. However, the most occurring source of variation, mode 1, represents the
global variation among trajectories that follow the inner wall or the outer wall of
the circuit.

¥ coordinate

Cumulative energy of the modes

0 50 100 150 200 250 300 350
o X coordinate

Reference trajectory
- - - Positive deformation : b,=50, 100

1 2 3 4 5 6 7 8
Mode number

. Negative deformation : b,=-50, ~100)

(a) (b)

Fig. 204. On the left, the cumulative energy of the deformation modes Ce(j) =
>l 1A/ > h—1 Ak It can be seen that that 85% of the total energy is contained in the first 4
modes. The right image shows some synthetic trajectories corresponding to mode2: 7 =7+ B - P
with B =[0d000000]and d = —100,—50, 0,50, 100. It can be interpreted that this ond
mode seems to encode mainly the variations in the way the bottom-right curve is negotiated.

The outlier-detection procedure presented in section 20.2.1 can be used to in-
vestigate trajectories that stand out because they are too different from the original
set. This difference can be related to higher efficiency (faster laps) or lower ef-
ficiency (slower laps). In figure 20.5(b) we plot each trajectory in the 2D space
defined by the two first components of their normalized deformation vector By, as
given in equation (20.8). In this 2D space, the upper limit of statistically accept-
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able deformation with a 90% confidence level is given by 737 1,2,0 = 7-45. This is
plotted as a circle of radius \/7.45 = 2.73, because in that case equations (20.9)
and (20.11) become

T = ()2 + (05)% < T3 50 =T745 (20.16)

It can be seen from figure 20.5(b) that none of the trajectories are statistically
outliers, although trajectories 2 and 3 do stand out. Indeed, trajectory 2 happens
to be the slowest one.
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Fig. 20.5. On the left figure, the contribution of each mode to the different trajectories is plotted. A
great contribution from a mode to a trajectory implies that the shape of the mode can be found in the
shape of the trajectory. On the right figure the normalized deformation vector B, = [b]f b’g} for the

two first modes is plotted on a circle of radius \/ T02'1_2 9 = 2.73 (cf. equation 20.10). In this case,

no outlier has been found. Indeed the original variability is so high that none of the trajectories can be
considered as an outlier.

20.3.2. Spatiotemporal analysis

The resampling described in section 20.3 also involves the temporal component
of trajectories. Indeed, a time component can be interpolated for each point on a
given trajectory orthogonal to the points on the reference trajectory. This interpo-
lation provides a series of spatiotemporal curves, shown in figure 20.6(a). After
normalizing the trajectory data as explained in section 20.2.2, they are next de-
composed into several deformation modes. Figure 20.6(b) shows the first mode
with the highest amplitude present in the training set. It can be seen that this syn-
thetic curve, which is the highest contribution of the first mode in the trajectory
set, corresponds to a slower trajectory —it finishes later than the average trajec-
tory. It has a jump in the time dimension, indicating that the car has been stopped,
probably due to a collision.
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Fig. 20.6. The left figure shows the trajectories in spatiotemporal dimension superposed together
with the mean trajectory. The right figure plots the shape of the maximum contribution of the first
mode, showing that it produces a more jumpy, slower trajectory.

In their spatiotemporal domain, the trajectories that have been analyzed seem
to have a smaller number of deformation modes. Indeed, the first mode, pictured
above, accounts for 80% of the total energy in the set (see figure 20.7(a)). From
figure 20.7(b) it can be seen that mode 1 contributes the most, with a positive
coefficient, to trajectory or lap 2. So much so that the corresponding coefficient

b? is greater than the expected threshold /T5 119 as per eq. (20.10), indicating

that the second trajectory is a statistical outlier. It is indeed this trajectory that
happens to be the slowest in the set.
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Fig.20.7. The left figure shows the cumulative energy in the spatiotemporal analysis of the trajectory
set. The first deformation mode accounts for 80% of the total energy. The right figure shows the
normalized deformation coefficients E]f corresponding to the first mode in the spatiotemporal analysis
of the trajectory set.
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20.4. Conclusion

This paper presents a method to analyze trajectories in their combined spatial
and temporal dimensions. The methodology is based on an extension of Point
Distribution Models. This extension is needed to accommodate time-domain in-
formation that has a different dynamic range and variance than that of spatial
information.

The projection of the spatiotemporal modes on the spatial and temporal dimen-
sion shows that they are indeed different from purely spatial and purely temporal
deformation modes. This indicates that they do contain additional information
compared to shape PDMs. However, compared to spatial PDMs, the interpreta-
tion of the resulting modes is much more complicated, because the data are richer.
Some relationship can be found with the slowest trajectory in the set, because it
has a longer temporal profile. Part of the interpretation problem lies in the fact
that the underlying driver’s style or behavior is unknown. It would therefore be
desirable to apply the methodology on trajectories of known behavior such as
those produced by a given stochastic differential equation or a robot, or on a more
applied way, on the trajectories of a reduced number of expert pilots.

This project has also shown the importance of preprocessing the data and has
provided a solution for the problem at hand, car trajectories in a closed circuit.
This implies that the beginning and end of each trajectory was clearly defined
(a lap), but this might not be always so easy, particularly in open spaces. The
same applies for the time-domain information, because lap times were compa-
rable quantities from lap to lap and they contained the relevant information (to
analyze the driver’s style.) In other applications, instantaneous velocity might be
a more relevant information. Thus the choice of temporal features deserves further
research.

20.4.1. Perspectives

To better correlate the analyzed trajectories with the observed behaviors, we have
started a collaborative project with the Swarm-Intelligent Systems group (SWIS),
a research team at the EPFL focusing on collective embedded systems involving
multi-robot platforms. The point is that mobile robots provide an experimental
platform the behavior of which can be programmed and yet provide a natural vari-
ability to their trajectories. From the roboticists’ point of view, trajectory analysis
tools such as the one described in this paper, provide a means of quantifying the
robot’s behavior and hence predict their performance (in terms of time, energy,
work done) for tasks where trajectories play a role.
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The first work to be done is to recreate the circuit experiment with mobile

robots and to generate a huge number of trajectories, in order to classify the dif-
ferent behaviors. This experiment could demonstrate the validity of these first
results.
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This paper describes an improvement of a classical energy-based model
to simulate elastically deformable solids. The classical model lacks the
ability to prevent the collapsing of solids under influence of external
forces, such as user interactions and collision. A thorough explanation
is given for the origins of instabilities, and extensions that solve the
issues are proposed to the physical model. Within the original
framework of the classical model a complete restoration of area and
volume is introduced. The improved model is suitable for interactive
simulation and can recover from volumetric collapsing, in particular
upon large deformation.

1. Introduction

Deformable objects seem to have gained increasing interest during recent
years. Part of this success comes from a desire to interact with objects
that resemble those in real life, which all seem to be deformable at some
level. The next step in interactive applications, such as computer games,
is a more expansive integration of complex physical objects such as
deformable objects. Because CPUs and GPUs today are both advanced
and powerful, it is possible to simulate and animate deformable objects
interactively.

This paper builds on work done by Terzopoulos et al. in 1987 [16],
which focused on a generic model for simulating elastically deformable
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objects. The application is mainly objects of a very soft nature due to the
elastic properties of the constraint structure. In this model problems with
keeping integrity arise when simulating deformable solids. We will
explain the origins of the instabilities that cause the solids to collapse. An
introduction of area and volume restoration to the model is made that
deal with the integrity issues. The result is an improved model that is
suitable for a satisfactory simulation of solids.

1.1. Background

In 1987 Terzopoulos et al. presented a continuum model for simulating
elastic curves, surfaces, and solids [16], which pioneered the field of
computer graphics by introducing physically-based simulation. In the
following year the model was extended to include both rigid and
deformable components, which made the objects appear less elastic [17].
Concepts such as viscoelasticity, plasticity, and fracture were also added
into the model [15].

In [1] a modified Conjugate Gradient method with integrated contact
forces is used to increase performance with collision handling. In [18]
energy-based preservation of distance, surface area, and volume were
introduced, which is similar to the way we use area and volume
restoration in this paper.

In the area of geometrical approaches Provot used a relaxation-based
method back in 1995 [13] to solve a system of constraints, and gained
significant performance improvements. In [2] the relaxation-based
method was introduced into in the impulse-based domain. In [7, 20] the
iterative SHAKE and RATTLE methods from molecular dynamics were
introduced into the area of physically-based simulation and animation.
Both methods are based on the Verlet integration scheme.

For better visual results of large deformations, stiffness warping [10]
was used to separate the rotational element from the deformable motion.
The stiffness warping method was extended in [11] to include plasticity,
fracture, and a new method for cracking in a coupled mesh.

In [6] integrity problems upon large deformations were handled by
using a finite element method. It was done by using a diagonalization
procedure within the tetrahedral mesh, which meant that the method
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could handle extreme cases such as inverted elements. This resembles
the volume restoring technique that we are using in this paper.

1.2. Motivation

The physically-based model for simulating elastically deformable
objects, presented in [16], is capable of describing deformable curves,
surfaces and volumes. The method is still of interest today because it is
firmly based on Newtonian mechanics. Many recent methods primarily
use geometry-based procedures to achieve performance when imitating
the complex behavior of deformable objects [10, 18, 11]. Physically
accurate models convey a more believable behavior and with the increase
in processing power they become more relevant.

The integrity problems that are inherent in the original model make it
unsuitable for simulating deformable solids in practice. Restoration of
integrity is important to give a realistic impression to people who interact
with them. With the restoration the objects will be forced to seek toward
their original volume size. This should not be confused with volume
preservation, which insures that the overall volume of the object never
changes. The extensions are achieved by using concepts from the
framework of the original model, with the price of a constant increase of
calculations per particle.

1.3. Overview

In section 2 we revisit the theory of elastically deformable models, with
focus on solids. The theory serves as a foundation for understanding the
following sections. Section 3 reveals and explains the instabilities of the
classical model. In section 4 we introduce our improvements to area and
volume restoration, and in section 5 we extend the model with the ability
to resist collapsing. In section 6 we present the results of our
improvements and perform comparisons visually between the improved
and the classical model.
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2. Elastically Deformable Solids

The theory of deformable models is based on elasticity theory. From
physical laws [16] have extrapolated a model that governs the
movements of elastically deformable objects.

A point in a solid is described by the intrinsic coordinates
a=[a,,a,,a,]. A deformable solid is thought of as having a natural rest
state, where no elastic energy is inherent. When the solid is deformed, it
takes on a different shape than its rest shape, and distances between
nearby points are either stretched or compressed with the deformation.
This ultimately creates elasticity that results in internal forces that will
seek to minimize the elastic energy. The deformation will evolve over
time and can be described by the time-varying positional vector function

[rl r2 at ).7; at} which is defined in 3-dimensional
Euchdlan space. The evolving deformation is independent of the rigid
body motion of the solid. The equations governing the motion of
particles in a deformable solid are obtained from Newtonian mechanics,

and given by
2w r s ) e, (1)

ot\' ot ot or

where r(a,t) is the position of the particle, a, at time ¢, ,u(a) is the
mass density, )/(a) is the damping density, and the right hand side
represents the sum of externally applied forces. The third term on the left
hand side of (1) is called a variational derivative and represents the
internal elastic energy. 5(1‘) is a functional that measures the potential
energy that builds up when the solid is deformed.

2.1. Energy of Deformation

A method is needed to measure the deformation energies that arise when
a solid deforms. For this task, we use differential geometry. It is
convenient to look at arc-lengths on curves, running along the intrinsic
directions of the solid. A way of measuring the directions is specified by
the metric tensor also known as the first fundamental form,
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or 0 o
G[j(r(a)):a—;-aT:, 1<i,j<3, ?)

which is a symmetric tensor. The diagonal of the tensor represents length
measurements along the coordinate directions from the particle in
question. The off-diagonal elements represent angle measurements
between the coordinate directions. When measuring deformation energy
in a solid, we are interested in looking at the change of the shape, with
respect to the natural rest shape, which is described by G; The energy
of deformation, &(r), can be described by the weighted Hilbert-Schmidt
matrix norm of the difference between the metric tensors in the deformed
and rest states,

3
js {))da,da,da,, where S(r)=37,(G,~G), ()
i,j=1
where (Q is the domain of the deformable solid and n is a user defined
tensor that weights each of the coefficients of the metric. By using the
Euler-Lagrange equation from variational calculus on S (r) in 3) a
minimizing term for the energy is obtained

——26 (a T, ), where a; =17, (ral T, —Gg). 4)
i,j=1

The @ -tensors represent the comparison between the deformed state
and the rest state of the solid. When an element in a becomes positive, it
means that the corresponding constraint has been stretched and it
converges to its rest length by shrinking. Likewise, when an element
becomes negative, the constraint has been compressed and it converges

to its rest length by growing.

2.2. Discretization

The deformable object is continuous in the intrinsic coordinates. To
allow an implementation of deformable solids, the object is discretized
into a regular 3D grid structure, where grid nodes represent the particles
which will make up a solid. The grid has three principal directions called
[, m, and n. Particles in the grid are uniformly distributed with
spacings in each of the three directions, given by 4, h,, and Ah,. The
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number of particles in each of the directions are designated L, M , and
N.

The model requires that derivatives are calculated in the intrinsic
directions of the object. For this purpose we use finite difference
operations to achieve the desired derivative approximations [3].
Replacing the derivatives with the corresponding difference operators
yields the discrete equation for the elastic force e,

e[l,m,n]= Z ~D; (p)[1,m,n], (5)
i,j=1
where
p[l.m,n)=a,[l,m,n1D; (r)[l,m,n],
where the superscripts + and — designates forward and backward

differences, respectively. The tensor field a is also discretized using
finite differencing,

a; [l,m,n] =7, [l,m,n](Di+ (r)[l,m,n]-D} (r)[l,m,n] - Gi(j). [l,m,n]). 6)

To solve the equations for all particles at the same time, the values in
the positional grid, r, and the energy grid, e, can be unwrapped into
LMN -dimensional vectors, r and e. With these vectors, the entire
system of equations can be written as

e=K(r)r, (7)

where K(r) is an LMNxLMN sized stiffness matrix, which has
desirable computational properties such as sparseness and bandedness.
We introduce the diagonal LMN x LMN mass matrix M, and damping
matrix C, assembled from the corresponding discrete values of
M, m,n] and y[l,m,n], respectively. The equations of the elastically
deformable objects (1) can now be expressed in grid vector form, by the
coupled system of second-order ordinary differential equations,

M——+Ca—f+K(£)£=£. (8)

With these equations it is possible to implement real-time dynamic
simulations of deformable solids. To evolve the solid through time we
use the semi-implicit integration method described in [16]. The time
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A

(a) The surface patch will collapse to a (b) Missing spatial diagonal constraint.
curve, when a particle crosses the
opposite diagonal.

Figure 1. Constraint instabilities.

derivatives in (8) can be approximated by second and first order central
differencing [3]. Further more the desirable properties of the stiffness
matrix indicate that a relaxation method, such as the conjugate gradient
[14], can be utilized.

3. Instabilities

Notions from differential geometry are used as a tool to measure
deformation of an elastic object. For solids the 3x3 metric tensors are
sufficient to distinguish between the shapes of two objects. However, the
metric tensor of a solid is not sufficient to compute the complex particle
movements of a deformed solid, seeking towards its resting shape. The
discrete off-diagonal components of (2) are the cosine to the angle
between directions through the dot product,

V-w:|v||w|cosﬁ, 0<0<r. )

The angle between two vectors is not dependent on their mutual
orientation, as verified by the domain of & in (9). This leads to problems
with area restoration on the sides of grid cubes. Figure 1(a) illustrates
this instability. The bold lines and the angle between them form the
natural condition. If particle 4 is moved towards particle B, it will only
be forced back towards its resting position when 0< @< 7z, as depicted
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in case 1. If =7 v =0 then the elastic force is ambiguously defined,
as in case 2. If the particle reaches beyond the opposite diagonal, the
elasticity will now push particle 4 into B, as illustrated in case 3. This
is clearly a problem, as it can reduce the surface into a curve. The
original model [16] suffers from this instability.

Internal constraints are enforced by comparing the deformed and
undeformed metric tensors, which means that the model only looks at
distances and angles between adjacent particles. As a result of the lack of
spatial constraints, as depicted on Figure 1(b), volumetric instability
issues arise. This leads to problems with solids not being able to restore
their original volume. It turns out that the volume restoration problem is
more significant than the problem with area restoration, and has a bigger
impact on object integrity.

4. Improvements

To handle the integrity instabilities of the discrete grid cubes we extend
the elasticity constraints in order to improve their ability to prevent
collapsing. Basically, the extension will be done by both replacing and
adding new constraints. The metric tensor is redesigned to stabilize the
area restoration while we introduce a new spatial diagonal metric to
handle volume restoration.

4.1. Improved Area Restoration

Area restoration concerns 2 dimensions, thus in the following we will
focus on the metric tensor for deformable surfaces. For a surface, the
tension constraints on a given particle are the four constraints given by
the comparison between its 2x2 metric tensors G and G°. The
comparison between the diagonal elements defines the length constraints
along the intrinsic coordinate directions. The comparison between the
off-diagonal elements represents pairs of angular constraints between
two intrinsic directions, which imply resistance to shearing within the
local particle structure. Since G, =G ; the idea is to replace the pair of
angular constraints with two diagonal Ilength constraints. These
constraints will reach from the particle at [m,n] to the diagonally
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[m-1.n+1] [m.n+1] [m=+1,n+1] [m-1.n+] [m.n+1] [m+1,n+1]
_|[rﬂ-l.n] ] [m+1n] _|[rﬂ-l.n] Tm.nl [m+1.n]
(a) Original metric tensor. (b) Extended metric tensor.

Figure 2. (a) The angular constraints are replaced by (b) two new diagonal constraints
that will define the angular constraints implicitly.

opposite particles at [m+1,n+1] and [m—1,n+1], as depicted in Figure
2. The diagonal length constraints will implicitly work as angular
constraints that can account for all 360 degrees. The directions along the
new constraints will be considered as new intrinsic directions, a,, and
a,,. Writing out S(r) in (3), for the case of surfaces, with the new
directions yields

S(l’) Ziﬂii (ra, ‘T, — G:2)+7712 (radl ‘r,~ G1()2)+7721 (radz L, T Ggl)’ (10)
P

where the elements G, and G, now holds the rest states of the new
diagonal constraints. Using variational calculus on (10) results in the
following discretization for the elastic force e,

e[m,n]=~ D/ (p)[m,n] - D, (p,)[m,n] = Dy (p,)[m,n], (11)

i=1

where

plm,n] 1;[m,n]D; (r)[m,n],
p.[m,n] = my[m,n]Dy (r)[m,n], (12)
p.[m,n] = ny[m,n]D,,(r)[m,n].
Notice that new difference operators arise with the new directions.
These operators work exactly as the operators in the original directions.

E.g. the new first order forward difference operators on the positional
field r becomes
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D;l (r) = h;ll (r[m + l,l’l + 1] —l‘[m,n])
and (13)
Dy, (r)=hy (r[m=1n+1]—r[m,n]),

where h, =h,, =kl +h; is the grid distance in both diagonal
directions.

The replacements to the metric tensor will improve the area
restoration. However, collapses, or folds, within discrete grid patches can
occur if 77,, +1,, <m,, + 1, , thus choosing n wisely is important.

The improvements to the metric tensor for surfaces can likewise be
applied to deformable solids in a straight forward manner. The off-
diagonal elements of the 3x3 metric tensor contain pair-wise
expressions of the angular constraints between two of the three
directions. These pairs can each be replaced by two diagonal length
constraints. The extended metric tensor for solids will now span area
restoration in the three directions of a discrete grid cube. When the
extended metric tensor is applied to all particles of the deformable solid,
the result will be that all grid patches have gained the desired area
restoration.

4.2. Volume Restoration

Area restoration can keep grid cube patches from collapsing. However,
this is not always enough to keep the cubes from collapsing. If a particle
is being forced along its spatial diagonal, the result of the area restoration
will normally push the particle back to its relative point of origin. Yet, if
the force is strong enough to push the particle beyond the center of the
cube, the area restoration will still succeed, but the restoring of the grid
patches will now push the particle further along the diagonal. This is an
analogy to the instability problem discussed in section 3.

To implement volume restoration, we introduce the spatial diagonal
metric, V, which is a 2x2 tensor. The four elements of V represent
length constraints that will be spatially diagonal, meaning they will span
grid cubes volumetrically, as depicted in Figure 3(a),
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New spatial diagonal

= 7

/

Figure 3. Spatial length constraints for solids. (a) The four constraints reach out from the
center. (b) The constraint contribution from four particles on a single cube patch renders
symmetric behavior.

(@) (b)

+ ot +
V= |:Dv1 D, D, 'sz} , (14)
D\g 'D\TS tht 'Dv+4

where D}, ,(u) are the four new first order forward difference operators
along the new spatial diagonal directions. The spatial diagonal
constraints can be chosen to favor any directions, as long as the
contributions from the four particles on a grid cube patch will end up
covering the cube symmetrically, as depicted in Figure 3(b).

The difference operators are designed similarly to the two
dimensional case in (13). To implement volume restoration into the
model, the discrete elastic force €[/,m,n] must be extended to contain
the contributions provided by the spatial diagonal metric. This can
likewise be shown to be as straight forward as the addition of the
extended metric tensor.

5. Implosions

With the improved area and volume restorations we can restore the shape
of the discrete grid cubes after deformation. This is an important
improvement towards keeping the integrity of a deformable solid intact.
Another integrity issue still exists since a simulated solid is still unable to
prevent implosions. We define an implosion as when grid cubes enter
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Non-mutual

particles - T |

Mutual d
particles : 1
Implc.bdad
particle
(a) Implosion. (b) Effect of central differences.

Figure 4. (a) Grid cube implosion is avoided using (b) Central differences that bind
adjacent grid cubes together.

their adjacent grid cubes through non-mutual particles, as depicted in
Figure 4(a). Implosions happen upon large deformation, which typically
are caused by heavy external forces, e.g. reaction to collisions and
aggressive user interactions. Implosions can also be described as internal
self-intersections, thus self-intersection detection can be utilized as a tool
to prevent implosions. For details on the area of self-intersection we
recommend papers such as [5, 9, 19, 8].

We seek a mechanism that binds adjacent grid cubes together, in such
a way that if implosions occur, we can disperse self-intersecting cubes.
This is not a method that can prevent self-intersections, but it can restore
the integrity of the solid upon implosions. We can reuse the constraint
system that we have been working with so far, and thus reduce the
computational cost and memory use significantly, compared to the extra
load we would introduce into the system, if we had implemented a
standard self-intersection detection algorithm.

We introduce the pillar tensor P, which is based upon the discrete
metric tensor G, but extended to use first order central difference
operators. For reasons of clarity we will limit P only to use the length
constraints along the diagonal,
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Di(r) 0 0
P[l,mn]=| 0 Dj(r) 0 |, (15)
0 0  Di(r)

where
D, (u)[l,m,n] =(2hl)71 (u[l+1,m,n]—u[l—1,m,n]),
D, (u)[l,m,n] =(2h2)71(u[l,m+1,n]—u[l,m—1,n]), (16)
D, (w)[/,m,n] = (2/13)71(u[l,m,n+1]—u[l,m,n—1]).

The effect of using central difference operators results in a
convincing way to bind adjacent grid cubes together, see Figure 4(b).
The pillar tensor is yet another addition to the extended elasticity term
and is handled exactly the same way as the area and volume restorations.
Since every grid particle will be extended with the contribution of the
pillar tensor, the combined range of P will overlap all grid cubes along
the intrinsic directions. The effect of using the pillar tensor is that grid
cubes will repel each other in situations of overlapping.

In some cases of extreme external forces the pillar contribution is not
enough to completely prevent grid cubes from overlapping. This is due to
the sum of external forces is exceeding the internal elastic forces. One
way to handle this is to strengthen the overall weight of the pillar tensor.
However, as this can lead to numerical instabilities, the pillar tensor can
implement the missing off-diagonal elements from the extended metric.
To further prevent implosions an additional tensor can be added that
implements a central difference spatial diagonal metric.

6. Results

We have implemented the original model from [16] with our
improvements of area and volume restoration and with the simple
prevention of implosion, as described in section 4 and 5, respectively.
The implementation is publicly available from [4]. Experiments have
revealed that the effects of the spatial diagonal metric do not always
succeed satisfactorily in moving particles back to their natural location.
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In some situations new energy equilibriums arise unnaturally. We have
realized that the constraints from the area restoration can work against
the volume restoration. To counteract this problem, we have simply
squared the constraint forces of the spatial diagonal metric tensors, to
make sure they prevail. In general this means that volume restoration
should have a higher precedence than area restoration, which in turn
should have a higher precedence than distance restoration. Numerical
instabilities tend to occur when too large parameter values are used, such
as particle mass, time step, and constraint strength. This is likely a
problem with the semi-implicit integrator.

We have performed visual comparisons between the original and our
improved model to show the advantage of handling the integrity
instabilities. In Figure 5, still frames of a small box that is influenced by
gravity and collides with a plane are compared frame to frame between
the two models. Primarily due to the lack of volume restoration, the
constraints of the original model simply cannot keep the shape of the
discrete grid cubes. In Figure 6 we compare two rubber balls with
different particle mass. The rubber ball in Figure 6(a) is simulated using
the original model and fails to maintain its integrity, thus the ball
collapses on itself. The rubber ball in Figure 6(b) is simulated using the
improved model with the same parameters, and the integrity of the ball is
now strong enough to stay solid. In Figure 7, a test of how well the two
models can recover from a sudden aggressive deformation is performed.
The original model fails its attempt at complete recovery, whereas the
improved model actually performs its recovery convincingly.

The improved model enables real-time simulation of situations that
are impossible with the original model. In Figure 8, a soft solid is
depicted. The solid has been constrained to the ground, and in three of
the top corners. Pulling the free top corner downwards results in a large
deformation and renders convincing material buckling. In Figure 9, the
true strength of the pillar tensor contribution is illustrated, showing an
effect of inflation. First the overall constraint strength is at a minimum
and is then increased in the following frames. In Figure 10, a soft solid is
constrained to the ground, and being twisted by its top face. The sides of
the deformable solid skew as expected of a soft body like pudding. In
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Figure 11, a large water lily is deformed when resting on pearls. The
improved model performs a great job in keeping the water lily fluffy.

7. Conclusion

The original model presented in [16] for simulating -elastically
deformable solids turned out to be insufficient for achieving realism.
Even extremely modest external forces applied to the solids would ruin
their integrity. In this paper we have shown how replacements to the
metric tensor can be implemented to improve area restoration, and how
to implement the missing volume restoration. Furthermore we have
shown how to handle internal self-intersection using the framework from
the original model. Even though the original model is dated back to 1987
it is still competitive in the field of physically-based simulation. Visual
comparisons have revealed that our improvements to the model provide
deformable solids with the ability to keep their integrity, and thus the
ability to handle large deformations in real-time without collapsing. Our
improved model is a viable alternative to other methods for simulating
deformable solids.

Interesting challenges for future work include using unstructured
meshes instead of the regular 3D grid. However, this will complicate the
use of finite difference operators when approximating derivatives.
Working with solids gives the occasion to use tetrahedral meshes and the
finite element method. The problem of generating tetrahedral meshed
from closed 2D manifolds can be solved using the approach described in
[12]. The advantage of the regular grid approach, taken by this model,
compared to using a tetrahedral mesh is that fewer elements are needed
to represent the deformable solid. It is also possible that other integration
procedures can perform better in terms of numerical stability and thus an
analysis of this field might be beneficial.
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(b1

Figure 5. A small box is influenced by gravity and collides with a plane. (a) The three
stills illustrate the original model, and (b) the frames from the improved model are
shown.

(a) (b)
Figure 6. Rubber balls. (a) Illustrates the situation from the original model, where the ball
is unable to maintain its integrity, (b) the same situation is depicted, but simulated using
the improved model.
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(a) Original Model. (b) Improved Model.

Figure 7. A wooden box is heavily lifted in one corner.

Figure 8. Large deformation results in convincing material buckling.

Figure 9. Constraint strength is increased interactively and yields the effect of inflation.
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Figure 10. Twisting the pudding renders skewing.

Figure 11. Fluffy water lily modeled using an ellipsoid solid.
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The proposed work is part of a project that aims for the control of a videogame
based on hand gesture recognition. This goal implies the restriction of real-time
response and unconstrained environments. In this paper we present a new algo-
rithm to track and recognise hand gestures for interacting with videogames. This
algorithm is based on three main steps: hand segmentation, hand tracking and
gesture recognition from hand features. For the hand segmentation step we use
the colour cue due to the characteristic colour values of human skin, its invariant
properties and its computational simplicity. To prevent errors from hand segmen-
tation we add a second step, hand tracking. Tracking is performed assuming a
constant velocity model and using a pixel labeling approach. From the tracking
process we extract several hand features that are fed to a finite state classifier
which identifies the hand configuration. The hand can be classified into one of
the four gesture classes or one of the four different movement directions. Finally,
the system’s performance evaluation results are used to show the usability of the
algorithm in a videogame environment.

22.1. Introduction

Nowadays, the majority of human-computer interaction (HCI) is based on me-
chanical devices such as keyboards, mouses, joysticks or gamepads. In recent
years there has been a growing interest in methods based on computational vision
due to its ability to recognise human gestures in a natural way.! These methods
use the images acquired from a camera or from a stereo pair of cameras as input.
The main goal of these algorithms is to measure the hand configuration in each

401
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time instant.

To facilitate this process many gesture recognition applications resort to the
use of uniquely coloured gloves or markers on hands or fingers.> In addition,
using a controlled background makes it possible to locate the hand efficiently,
even in real-time.> These two conditions impose restrictions on the user and on
the interface setup. We have specifically avoided solutions that require coloured
gloves or markers and a controlled background because of the initial requirements
of our application. It must work for different people, without any complement on
them and also for unpredictable backgrounds.

Our application uses images from a low-cost web camera placed in front of
the work area, where the recognised gestures act as the input for a computer 3D
videogame. The players, rather than pressing buttons, must use different hand
gestures that our application should recognise. This fact, increases the complexity
since the response time must be very fast. Users should not appreciate a significant
delay between the instant they perform a gesture or motion and the instant the
computer responds. Therefore, the algorithm must provide real-time performance
for a conventional processor. Most of the known hand tracking and recognition
algorithms do not meet this requirement and are inappropriate for visual interface.
For instance, particle filtering-based algorithms can maintain multiple hypotheses
at the same time to robustly track the hands but they need high computational
demands.* Recently, several contributions for reducing the complexity of particle
filters have been presented, for example, using a deterministic process to help the
random search.’> Also in Bretzner et al.,® we can see a multi-scale colour feature
for representing hand shape and particle filtering that combines shape and colour
cues in a hierarchical model. The system has been fully tested and seems robust
and stable. To our knowledge the system runs at about 10 frames/second and
does not consider several hand states. However, these algorithms only work in
real-time for a reduced size hand and in our application, the hand fills most of
the image. In Ogawara et al.,” shape reconstruction is quite precise, a high DOF
model is considered, and in order to avoid self-occlusions infrared orthogonal
cameras are used. The authors propose to apply this technique using a colour skin
segmentation algorithm.

In this paper we propose a real-time non-invasive hand tracking and gesture
recognition system. In the next sections we explain our method which is divided
in three main steps. The first step is hand segmentation, the image region that
contains the hand has to be located. In this process, the use of the shape cue it
is possible, but they vary greatly during the natural hand motion.® Therefore, we
choose skin-colour as the hand feature. The skin-colour is a distinctive cue of
hands and it is invariant to scale and rotation. The next step is to track the position
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and orientation of the hand to prevent errors in the segmentation phase. We use a
pixel-based tracking for the temporal update of the hand state. In the last step we
use the estimated hand state to extract several hand features to define a determin-
istic process of gesture recognition. Finally, we present the system’s performance
evaluation results that prove that our method works well in unconstrained envi-
ronments and for several users.

22.2. Hand Segmentation Criteria

The hand must be located in the image and segmented from the background before
recognition. Colour is the selected cue because of its computational simplicity, its
invariant properties regarding to the hand shape configurations and due to the hu-
man skin-colour characteristic values. Also, the assumption that colour can be
used as a cue to detect faces and hands has been proved useful in several publi-
cations.”!° For our application, the hand segmentation has been carried out using
a low computational cost method that performs well in real time. The method is
based on a probabilistic model of the skin-colour pixels distribution. Then, it is
necessary to model the skin-colour of the user’s hand. The user places part of
his hand in a learning square as shown in Fig. 22.1. The pixels restricted in this
area will be used for the model learning. Next, the selected pixels are transformed
from the RGB-space to the HSL-space and the chroma information is taken: hue
and saturation.

Fig. 22.1. Application interface and skin-colour learning square.

We have encountered two problems in this step that have been solved in a
pre-processing phase. The first one is that human skin hue values are very near
to red colour, that is, their value is very close to 27 radians, so it is difficult to
learn the distribution due to the hue angular nature that can produce samples on
both limits. To solve this inconvenience the hue values are rotated 7 radians. The
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second problem in using HSL-space appears when the saturation values are close
to 0, because then the hue is unstable and can cause false detections. This can be
avoided discarding saturation values near 0.

Once the pre-processing phase has finished, the hue, h, and saturation, s, val-
ues for each selected pixel are used to infer the model, that is, X = (x1,...,X,),
where n is the number of samples and a sample is x; = (h;, s;). A Gaussian
model is chosen to represent the skin-colour probability density function. The
values for the parameters of the Gaussian model (mean, p, and covariance matrix,
>’) are computed from the sample set using standard maximum likelihood meth-
ods.!" Once they are found, the probability that a new pixel, x, is skin can be
calculated as

. Lx—wE T (x— )" (22.1)

P(x) = W exp —3

Finally, we obtain the blob representation of the hand by applying a connected
components algorithm to the probability image, which groups pixels into the same
blob. The system is robust to background changes and low light conditions. If
the system gets lost, you can initialise it again by going to the hand start state.
Fig. 22.2 shows the blob contours found by the algorithm for different environ-
ment conditions where the system has been tested.

Fig.22.2.  Hand contours for different backgrounds (1st row) and different light conditions (2nd row).
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22.3. Tracking Procedure

USB cameras are known for the low quality images they produce. This fact can
cause errors in the hand segmentation process. In order to make the application
robust to these segmentation errors we add a tracking algorithm. This algorithm
tries to maintain and propagate the hand state over time.

We represent the hand state in time ¢, s;, by means of a vector, s; =
(pt, Wt, o), where p = (pz,py) is the hand position in the 2D image, the
hand size is represented by w = (w, h), where w is the hand width and h is
the hand height in pixels, and, finally, « is the hand’s angle in the 2D image
plane. First, from the hand state in time ¢ we built an hypothesis of the hand state,
h = (pty1, Wy, o), for time ¢ + 1 applying a simple second-order autoregressive
process to the position component

Ptt1 — Pt =Pt — Pt-1 (22.2)

Equation (22.2) expresses a dynamical model of constant velocity. Next, if we
assume that at time ¢, M blobs have been detected, B = {b1,...,b;,...,bum},
where each blob b; corresponds to a set of connected skin-colour pixels, the track-
ing process has to set the relation between the hand hypothesis, h, and the obser-
vations, b;, over time.

In order to cope with this problem, we define an approximation to the distance
from the image pixel, x = (z,y), to the hypothesis h. First, we normalize the
image pixel coordinates

n=~R (x—pe1), (22.3)

where R is a standard 2D rotation matrix about the origin, « is the rotation angle,
and n = (ng,n,) are the normalized pixel coordinates. Then, we can find the
crossing point, ¢ = (cg, ¢, ), between the hand hypothesis ellipse and the normal-
ized image pixel as follows

cx = w - cos(f),
¢y = h-sin(6),

where 6 is the angle between the normalized image pixel and the hand hypothesis.
Finally, the distance from an image pixel to the hand hypothesis is

d(x, h) = [jnf| =[] (22.5)

(22.4)

This distance can be seen as the approximation of the distance from a point
in the 2D space to a normalized ellipse (normalized means centred in origin and
not rotated). From the distance definition of Eq. (22.5) it turns out that its value
is equal or less than 0 if x is inside the hypothesis i, and greater than 0 if it is
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outside. Therefore, considering the hand hypothesis / and a point x belonging to
ablob b, if the distance is equal or less than 0, we conclude that the blob b supports
the existence of the hypothesis and it is selected to represent the new hand state.
This tracking process could also detect the presence or the absence of the hand in
the image.'?

22.4. Gesture Recognition

Our gesture alphabet consists in four hand gestures and four hand directions in
order to fulfil the application’s requirements. The hand gestures correspond to a
fully opened hand (with separated fingers), an opened hand with fingers together, a
fist and the last gesture appears when the hand is not visible, in part or completely,
in the camera’s field of view. These gestures are defined as Start, Move, Stop and
the No-Hand gesture respectively. Also, when the user is in the Move gesture,
he can carry out Left, Right, Front and Back movements. For the Left and Right
movements, the user will rotate his wrist to the left or right. For the Front and Back
movements, the hand will get closer to or further from the camera. Finally, the
valid hand gesture transitions that the user can carry out are defined in Fig. 22.3.

No Hand

Front Left Right Back

| 7|\ || #

Fig. 22.3. Gesture alphabet and valid gesture transitions.

The process of gesture recognition starts when the user’s hand is placed in
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front of the camera’s field of view and the hand is in the Start gesture, that is, the
hand is fully opened with separated fingers. In order to avoid fast hand gesture
changes that were not intended, every change should be kept fixed for a number
of predefined frames, if not the hand gesture does not change from the previous
recognised gesture.

To achieve this gesture recognition, we use the hand state estimated in the
tracking process, that is, s = (p, w, «). This state can be viewed as an ellipse ap-
proximation of the hand where p = (p., py) is the ellipse centre and w = (w, h)
is the size of the ellipse in pixels. To facilitate the process we define the major
axis length as M and the minor axis length as m. In addition, we compute the
hand’s blob contour and its corresponding convex hull using standard computer
vision techniques. From the hand’s contour and the hand’s convex hull we can
calculate a sequence of contour points between two consecutive convex hull ver-
tices. This sequence forms the so-called convexity defect (i.e., a finger concavity)
and it is possible to compute the depth of the ith-convexity defect, d;. From these
depths it is possible to compute the depth average, d, as a global hand feature, see
Eq. 22.6, where n is the total number of convexity defects in the hand’s contour,
see Fig. 22.4.

Fig. 22.4. Extracted features for the hand gesture recognition. In the right image, v and v indicate
the start and the end points of the convexity defect, the depth, d, is the distance from the farthermost
point of the convexity defect to the convex hull segment.

E:

S

i d;. (22.6)
i=0

The first step of the gesture recognition process is to model the Start gesture.
The average of the depths of the convexity defects of an opened hand with sep-
arated fingers is larger than in an open hand with no separated fingers or in a
fist. This feature is used for differentiating the next hand gesture transitions: from
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Stop to Start; from Start to Move; and from No-Hand to Start. However, first it is
necessary to compute the Start gesture feature, Ts4,+. Once the user is correctly
placed in the camera’s field of view with the hand widely opened the skin-colour
learning process is initiated. The system also computes the Start gesture feature
for the n first frames,

1
Ttart = 5 ; d(t). (22.7)

Once the Start gesture is identified, the most probable valid gesture change
is the Move gesture. Therefore, if the current hand depth is less than T4, the
system goes to the Move hand gesture. If the current hand gesture is Move the
hand directions will be enabled: Front, Back, Left and Right.

If the user does not want to move in any direction, he should set his hand in
the Move state. The first time that the Move gesture appears, the system computes
the Move gesture feature, T},54¢, that is an average of the approximated area of
the hand for n consecutive frames,

1 n
Tove = — > M(t) - m(t). (22.8)

t=0

In order to recognise the Left and Right directions, the calculated angle of
the fitted ellipse is used. To prevent non desired jitter effects in orientation, we
introduce a predefined constant T’;;.-. Then, if the angle of the ellipse that cir-
cumscribes the hand, o, satisfies & > TYjsser , Left orientation will be set. If the
angle of the ellipse that circumscribes the hand, «, satisfies o < —Ts4er, Right
orientation will be set.

In order to control the Front and Back orientations and to return to the Move
gesture the hand must not be rotated and the Move gesture feature is used to differ-
entiate these movements. If T}, 4c - C'front < M -m succeeds the hand orientation
will be Front. The Back orientation will be achieved if Cpyer > m/M.

The Stop gesture will be recognised using the ellipse’s axis. When the hand is
in a fist, the fitted ellipse is almost like a circle and m and M are practically the
same, that is, when Cysop > M — m.

Ctronts Cpack and Cyyp are predefined constants established during the algo-
rithm performance evaluation. Finally, the No-Hand state will appear when the
system does not detect the hand, the size of the detected hand is not large enough
or when the hand is in the limits of the camera’s field of view. The next possi-
ble hand state will be the Start gesture and it will be detected using the transition
procedure from Stop to Start explained earlier on.
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Some examples of gesture transitions and the recognised gesture results can
be seen in Fig. 22.5. These examples are chosen to show the algorithm robustness
for different lighting conditions, hand configurations and users. We realize that a
correct learning of the skin-colour is very important. If not, some problems with
the detection and the gesture recognition can be encountered. One of the main
problems with the use of the application is the hand control, maintaining the hand
in the camera’s field of view and without touching the limits of the capture area.
This problem has been shown to disappear with user’s training.

Fig. 22.5.  Gesture recognition examples for different lighting conditions, users and hand configura-
tions.

22.5. System’s Performance Evaluation

In this section we describe the accuracy of our hand tracking and gesture recog-
nition algorithm. The application has been implemented in Visual C++ using the
OpenCYV libraries.'* The application has been tested on a Pentium IV running at
1.8 GHz. The images have been captured using a Logitech Messenger WebCam
with USB connection. The camera provides 320x240 images at a capture and
processing rate of 30 frames per second.

For the performance evaluation of the hand tracking and gesture recognition,
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the system has been tested on a set of 40 users. Each user has performed a pre-
defined set of 40 gestures and therefore we have 1600 gestures to evaluate the
application results. It is natural to think that the system’s accuracy will be mea-
sured controlling the performance of the desired user movements for managing the
videogame. This sequence included all the application’s possible states and tran-
sitions. Figure 22.6 shows the performance evaluation results. These results are
represented using a bidimensional matrix with the application states as columns
and the number of appearances of the gesture as rows. The columns are paired
for each gesture: the first column is the number of tests of the gesture that has
been correctly identified; the second column is the total number of times that the
gesture has been carried out. As it can be seen in Fig. 22.6, the hand recognition
gesture works fine for a 98% of the cases.

Gesture Recognition ot ofgestnes
@ Correct Gestures
400

350 | S:START

M: MOVE
- 30 L:LEFT
¥ 250 R: RIGHT
§ 200 F:FRONT

150 8:BACK
100 - . e
50

P:STOP
N:NO HAND

Hand gestures

Fig. 22.6. System’s performance evaluation results.

22.6. Conclusions

In this paper we have presented a real-time algorithm to track and recognise hand
gestures for human-computer interaction within the context of videogames. We
have proposed an algorithm based on skin colour hand segmentation and tracking
for gesture recognition from extracted hand morphological features. The system’s
performance evaluation results have shown that the users can substitute traditional
interaction metaphors with this low-cost interface.

The experiments have confirmed that continuous training of the users results
in higher skills and, thus, better performances. Also the system has been tested in
indoor laboratory with changing background scenario and low light conditions. In
these cases the system run well, with the logical exception of similar skin back-
ground situations or several hands intersecting in the same space and time. The
system must be improved to discard bad classifications situations due to the seg-
mentation procedure. But, in this case, the user can restart the system only going
to the Start hand state.
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CHAPTER 23

A NOVEL APPROACH TO SPARSE HISTOGRAM IMAGE
LOSSLESS COMPRESSION USING JPEG2000

Marco Aguzzi and Maria Grazia Albanesi

Dipartimento di Informatica e Sistemistica, Universita degli Studi di Pavia, Via
Ferrata 1, Pavia, Italy
E-mail: marco.aguzzi@unipv.it

In this paper a novel approach to the compression of sparse histogram images is
proposed. First, we define a sparsity index which gives hints on the relationship
between the mathematical concept of matrix sparsity and the visual informa-
tion of pixel distribution. We use this index to better understand the scope of
our approach and its preferred field of applicability, and to evaluate the perfor-
mance. We present two algorithms which modify one of the coding steps of the
JPEG2000 standard for lossless image compression. A theoretical study of the
gain referring to the standard is given. Experimental results on well standard-
ized images of the literature confirm the expectations, especially for high sparse
images.

23.1. Introduction

The JPEG2000'® started its standard formalization in 1997 and became an ISO
standard in late 2000, confirming itself as the new reference point for researches
in the field of still image compression. Among several innovations, the use of
wavelets instead of DCT (Discrete Cosine Transform) (first appeared on,’ based
on Fourier analysis, which was used by JPEG'®!! standard) allows multiresolu-
tion processing, preservation of spatial locality information and adaptivity on the
image content. JPEG2000 obtains better results in terms of compression ratios,
image quality and flexibility according to user demands. The JPEG2000 cod-
ing scheme is quite similar in philosophy to the EZW'? and SPIHT'? algorithms,
even if it uses different data structures. Furthermore, the architectural design of
the JPEG2000 allows several degrees of freedom aimed at tailoring the processing
toward specific needs.

In literature, there are several proposal of approaches that modify only the

413
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coder (thus preserving the standard compatibility'42®) or both the coder and the
decoder. Our approach belongs to the second group and the gain over the standard
will be motivated from a theoretical point of view (by definition of a gain function,
see Section 4.2) and by the experimental results. A very brief and preliminary ver-
sion of our algorithms has been described in;?’ here we give a fully review of new
experiments to validate our approach, and we add new considerations about com-
parison to JPEG 2000, PNG, and JPEG-LS. In fact we present concepts, theory
and results about two novel algorithms which can be used to enhance performance
(in terms of compression ratio) of lossless compression of images®®>? coded with
JPEG2000 standard. In particular, the proposed algorithms modify the compres-
sion chain in the bit-plane encoding step, allowing adaptations particularly suited
for sparse histogram images, for which the gain is at its best. For completeness
sake, a brief introduction of JPEG2000 is given in Section 23.2; Section 23.3
gives the basis to understand the theory of the work through an original definition
of histogram sparsity concept. Section 23.4 describes the two algorithms. Ex-
perimental results are fully reported in Section 23.4.1.1 and 23.4.1.3 for the first
proposal, and in Section 23.4.2.2 for the second one. Conclusions (Section 23.5)
and suggestions for further works end the paper.

23.2. JPEG2000 Overview

In order to fully understand the proposed algorithms for a modified JPEG2000
encoder, a brief introduction of the standard is presented: a block system level
description of the compression chain is given (for further details the reader can
refer to the corresponding literature>*7). In Figure 23.1 a black-box scheme of
JPEG2000 compression chain is depicted, showing at which point our algorithms
introduce modifications.

RCT | Wavelet | Bit — plane

Transform Transform Encoding MQ - Coder

Pre - processing [

Modifications
done here

Fig.23.1. JPEG2000 compression chain at a system level: in the proposed algorithms, modifications
occur in bit-plane encoding block.
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23.2.1. Preprocessing

By referring to Figure 23.1, the first stage of JPEG2000 compression chain in-
volves a resampling of pixel values to obtain symmetry around zero: if s; is the
i*" sample of an input image (of size D = V * H, where V and H are the vertical
and horizontal dimensions, respectively), and bps is the bit per sample rate, this is
done through relation in Equation 23.1:

Vi€ [0,D—1]sf =s; — 271 (23.1)

so that Vi € [0, D — 1] the old samples s; are in the range [0,2°% — 1] while
the new ones s} in [—2°P¢~1 2Ps=1 _ 1]  This operation enhances the decorre-
lation among samples and helps in making statistical assumption on the sample
distribution.

23.2.2. Wavelet transform

The choice of the wavelet kernel'>3337 is one of the points that makes JPEG2000
different from the standard JPEG. This kind of transform can produce highly
decorrelated coefficients, although preserving spatial locality, which makes them
the ideal input for an image compression algorithm. The advantages that
JPEG2000 takes from wavelet transform are: a) the coefficients produced are
resolution correlated, thus enabling the use of multiresolution analysis, and b) a
smooth area of an image will produce small magnitude coefficients, while a sharp
shaped one will give high magnitude ones; the second property allows an adaptive
coding based on spatial locality.

LL3|HL2
HL1
LH2[HH2
HLO
LH1 | HH1
LHO HHO

Fig. 23.2.  Wavelet decomposition of image I, organized in subbands.

The two wavelet transforms used in JPEG2000 coding chain are LeGall 5/3
and Daubechies 9/7.3 The characteristics of the former (good approximation
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property and the shortest biorthogonal filters available) lead it to be used for loss-
less compression, while the latter (good orthogonality, despite of a non optimal
smoothness) is more suitable for the lossy one. In order to reduce computational
load, instead of using the original Mallat multiresolution scheme the wavelet
decomposition is carried out using a lifting scheme.*® Starting from the origi-
nal image I, the coefficients produced by the multiresolution computation of the
wavelet transform are organized in bands (conventionally referred to as LL, HL,
LH and HH) and levels, depicted in Figure 23.2.

23.2.3. Coefficient coding

The coefficient coding is composed into several functional units, described in the
current section (Figure 23.3). The first one, called Tier-1, processes wavelet co-

Tier-1

MQ-Coder Final Stream

—|[Refinement

Quantized
Coefficients

Fig. 23.3.  The coefficient coding block of JPEG2000 compression chain.

efficients and generates a bitstream; the second one, called Tier-2, organizes the
bitstream according to user specifications. In Tier-1, after the wavelet coefficients
have been computed, the whole subsequent processing is organized into non over-
lapping code-blocks of (typically 64 by 64) coefficients; each code block is passed
to the coding chain independently. This creates the input for EBCOT*' algorithm.
The main idea behind this algorithm is to code coefficients “by difference” be-
tween two sets: significant and non significant ones, the big effort is toward local-
izing the non significant (which occurs with a higher probability) area of blocks:
in this way the position of significant coefficients is easily determined. This fun-
damental idea of EZW is implemented in JPEG2000 by bit-plane coding (Figure
23.4(a)) in which a particular scan order of coefficient inside each code block is
applied (Figure 23.4(b)).

The implementation is slightly different from the original EZW because
thresholding is abandoned and the significance of a coefficient is determined in
bit-plane scanning according to the bare value of the bit and the relationship with
neighborhood coefficients. The bit-plane scan unit is called stripe, which is four
bits high and as wide as the code block (Figure 23.4(b)). For simplicity, we call a
single column of a stripe a quadruplet: this term will be used further in the paper.
The bit-plane coding is implemented in a sequence of three passes called signif-
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bit-plane 3 - MSB

bit-plane 2

bit-plane 1

bit-plane 0 - LSB

Wavelet
coefficient

(a) A wavelet coefficient viewed over four different bit-planes.

vivIivIvIvIvIv]y

(b) Two stripes are shown with scan
order within a bit-plane in a code
block. The first stripe has been shaded
in dark gray, and a single quadruplet
has been “crossed”.

Fig. 23.4. Organization and scan order of wavelet coefficients.

icance, refinement and cleanup: each sequence is executed on every bit plane,
starting from the MSB to the LSB.

23.2.3.1. Significance pass

In this pass each stripe is scanned, bit by bit, to decide if a coefficient is significant
or not. For clarity sake, the symbols that will be used are presented in Table 23.1
(here, x and y identify the current position in the block). If the current coefficient
b(x,y) has not already been marked as significant (¢(z,y) = 0) and its neigh-
borhood (Figure 23.5) contains at least one significant coefficient, the value v is
conveyed to the MQ-coder (see Figure 23.3) and the corresponding o (z, y) is up-
dated (one if v is equal to one, zero otherwise). If v is equal to one, the sign of the
coefficient will be conveyed too. If the coefficient b(z, y) has already been marked
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Table 23.1.  Symbol used in EBCOT summary.

Symbol  Meaning

o(xz,y)  The significance state matrix

b(z,y)  The current coefficient being processed

bp The current bit-plane being processed

v (b(z,y) and 1 << bp) The current bit of coefficient
b(z, y) on bit-plane bp

as significant (o(z,y) = 1), the bit v will be processed in the refinement pass. If
the current coefficient has not already been marked as significant (o(z,y) = 0)
and its neighborhood does not contain any significant coefficient, the cleanup pass
will take care of it.

bx—1,y—1) | b(z,y—1) | blx+1,y—1)
bl —1,y+1) | b(z,y+1) | blz+1,y+1)

Fig. 23.5. The 8 connected neighborhood of a coefficient b(z, ).

23.2.3.2. Refinement pass

This second pass is used to convey the magnitude of coefficients that have already
been found significant (o(x,y) = 1) in previous passes, conveying v.

23.2.3.3. Cleanup pass

This pass takes care of processing all the coefficients discarded by the two pre-
vious passes. It scans for every quadruplet: if all the four quadruplet coefficients
have (0=0) and their neighborhoods do not contain any significant coefficient and
they do not become significant in the current bit-plane (all v are equal to zero) a
bit zero is conveyed together with the corresponding context (this configuration
has been called non significant quadruplet). If all the four quadruplet coefficients
have ¢ = 0 and their neighborhoods do not contain any significant coefficient but
at least one v value is equal to one, a string is conveyed to identify the position of
the first v = 1 and the remaining coefficients are coded according to the standard
significance pass policy. This particular configuration will be referred to as half
quadruplet. If at least one of the four quadruplet coefficients have o = 1, the
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whole quadruplet is coded as if it were on a significance pass.

When starting the chain on most significant bit plane, the significance and
refinement pass have no effect on bitstream generation because the first actual o
matrix update is performed in the first cleanup pass.

23.2.4. MQ-coder

Referring to Figure 23.3, this part takes the values produced either by signifi-
cance, refinement or the cleanup passes and generates the stream accordingly to
a half context, half arithmetic coder. Instead of using a totally arithmetic coder,*
some previously defined probability context are used to empower the codeword
production. The contexts have been defined for each pass according to probability
model of the bitstream. For example, in the significance and refinement passes the
choice of the context depends upon the corresponding band of the coefficient and
the eight connected neighborhood configuration of the currently processed bit (a
reference regarding the approach of MQ-coder can be found in*?).

23.2.5. Tier-2 coder

Tier-2 coder is the second part of EBCOT algorithm. The bitstream produced by
each code block from the previous step is now organized into layers: this is done
with a sort of multiplexing and ordering the bitstreams associated to code blocks
and bit-planes. A layer is a collection of some consecutive bit-plane coding passes
from all code blocks in all subbands and in all components.! The quality of the
image can be tuned in two ways: with the same levels of resolution but varying the
number of layers, one can perceive an image in its original size with different level
of degradation (typically in the form of blurring artifacts); with the same number
of layers, but varying the levels of resolution, the image is perceived always at the
same quality, but in different sizes, obviously smaller for less resolution levels.

The compressed data, now organized in layers, are then organized into pack-
ets, each of them composed by a header, containing important information about
how the packet has been built, and a body. This kind of organization of the final
codestream is done for a better control of the produced quality and for an easier
parsing that will be done by a decoder.

23.3. Toward the Proposed Algorithms

The first of the two proposed algorithms makes modifications on the significance
and refinement passes, while the second one works only on the cleanup pass;
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before explaining those in details, the concept of sparse histogram images is ad-
dressed in order to understand the approach of the work. The aim of this study
is to find an intuitive relation between the term “sparse histogram” and its visual
meaning; therefore, we propose a novel sparsity index definition. For clarity, the
index is composed by two terms, which are defined as follows. Let us take the set
T defined as:

T={t|te]o,2 —1]} (23.2)

where bps is the bit per sample of the image and §7" will denote the cardinality
of T'. In this work, 256 gray levels images are taken into account, so bps will
be normally set to 8. We define the function H (t) as the histogram of a given
image, that is, for each image tone ¢, H (t) is equal to the number of occurrences
of the tone ¢ in the image. Let’s define a threshold ¢h as the mean value of a
normalized version of H (t) (the normalization of H (t) is done on the maximum
value of H (t), so that for every image the histogram values are in the range [0, 1]),
which visually is a discriminant between an image having some gray tones more
prevalent than other, or having all the gray tones playing more or less the same
role. Basing upon the histogram function, we define a sparsity index as the sum
of two terms:

I=A+B (23.3)

The computation of A and B is explained in the following paragraphs.

23.3.1. The sparsity index: First term computation

The first term of the sparsity index is defined as follows: from Equation 23.2,
taking into account the set

T ={t| H(t) < th} (23.4)
we define A as
_ i
A= ji_T (23.5)

that is, the ratio between the number of image tones ¢ that have a histogram value
below that threshold and the total number of image tones.
23.3.2. The sparsity index: Second term computation
Starting from H (t), we define m; (Figure 23.6(a)) as
my = max(H (t)) (23.6)
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and t as

t | H(t)=m (23.7)
From 23.6 and 23.7, we modify H (¢) to produce H, defined as:
The same operations are performed on H,, so (Figure 23.6(b)):

me = max(H,(t)) (23.9)
and

T | H.)=my (23.10)

If there is an ambiguity in the choice of ¢ and 7, we consider the values of 7 and
7 that minimize the distance [t — ?| (Figure 23.6(c)). So, the second term (B) is
defined as follows:
_ -1
T -1
In order to better highlight the sparsity index boundaries, two synthetic images
have been created: in image 23.7(a) the number of pixels is equal to the number
of gray scale tones, in image 23.7(b) only the two most distant tones (e.g. black
and white) have been used.
When the sparsity index is calculated for the first image (23.7(a)), called
“Smooth”, its histogram is a constant function of value 1 over all the image tones:
so we have

(23.11)

th = 1 (the only histogram value) (23.12)
and, from Equation 23.5
A= ﬁ% = 0 (no tone is below the threshold) (23.13)
For B term, we have (see Equation 23.11):
= ﬂT%l (each maximum is one-tone far from its neighbor) (23.14)

therefore, from Eqs. 23.3, 23.13, and 23.14 we have

T=0+

T—1 = 0.003922 (23.15)

Taking into account the second image (23.7(b)), called “Hard”, its histogram
consists of only two peaks at the edge of the graph (t = 0 and ¢t = 47" — 1), both of
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(a) The image histogram H (t) with mq high- (b) The image histogram H (t) with mo high-
lighted by a rounded dot. lighted by a rounded dot.

(c) The image histogram and the distance [ —?\
indicated by the dashed line.

Fig. 23.6. The steps of the computation of the second term B as in Equation 23.11.

(a) “Smooth” (b) “Hard”

Fig. 23.7. Test images for sparsity index boundaries evaluation. (a) sparsity index is equal to 0 and
(b) is equal to 2.

value §7'/2 (this height of the peaks is valid only in this case for a “Hard” image
measuring 16 by 16 pixels; in the most general case, for a V¥H image, the peak
height is (V*H)/2). For image "Hard” we have (using the normalized version of
H(t), the two §T'/2 peaks normalize to 1):

2

th:(1+0+...+0+1)ﬁiT:ﬂ—T (23.16)
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and (Equation 23.5):

_#T-2

A T

(23.17)

(all the tones but the two at the very edge of the histogram are below the threshold,
which is small but strictly positive.) For B term, we have (Equation 23.11):

10— (T - 1)|

B=—r=

(the two tones are at the maximum distance) (23.18)

therefore, from Eqs. 23.3,23.17, and 23.18 we have

T2

7z iT

+1=1.992188 (23.19)

In Table 23.2 is shown a list of images from literature in increasing order,
according to the sparsity index. In order to give the reader a visual feedback

Table 23.2. Test images in increasing order according to the sparsity index (Equation

23.3).
_ - £
= £ g g =
$ T 28 E g3 o
Name R € & &2 & § 2 & & 28 =z
Id 21 13 4 2 17 5 1 14 16 3 11
Unique Colors 187 226 256 145 230 247 221 256 110 224 230
A 0.47 0.52 0.55 0.61 0.65 0.66 0.66 0.72 0.72 0.75 0.96
g £ 2 5 £ & §F g & %=
oa g 2 8 2 ° & 2
g & £ & 5 3
[¢] 8 —
Id 10 19 15 18 9 20 12 6 7 8
Unique Colors 102 4 251 248 6 2 221 4 2 2
7 097 1.18 1.61 1.67 1.69 1.69 1.69 1.83 1.84 1.84

for sparsity index Z we present (Figure 23.8), three examples from the tested
images, showing also, with a solid line, the corresponding threshold ¢h: the first
one is zelda (Figure 23.8(a)), the least sparse (Z=0.473), with its histogram, then
an intermediate case with lena (Figure 23.8(b)) (Z=0.955), and finally, the most
sparse case with crosses (Figure 23.8(c)) (Z=1.835).
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'~ (d) Zelda histogram " (e) Lena histogram (f) Crosses histogram

Fig. 23.8. Reading the figures columnwise, for each column the couple picture-histogram is pre-
sented.

23.4. The Two Proposals

23.4.1. First algorithm: Stripe lengthening

The first algorithm proposed in this paper addresses the first part of Tier-1 en-
coder, the significance and the refinement passes: recalling that bit coefficients are
encoded in groups of four by four (the quadruplets), the aim is to reduce chang-
ing context overhead by making quadruplets (and, consequently, stripes) longer;
therefore, we call it “stripe lengthening”. We expect that, by lengthening the
stripe, the number of context changes is reduced; this is particularly true for im-
ages with a higher sparseness, because their characteristics are likely to change
less often than other kind of images. For this reason, we expect better result for
images with a higher index Z. The lengthening is the same in significance and
refinement pass (while the cleanup pass is performed with the original length 4):
in fact, it would not be coherent to group coefficients in two different ways in the
same encoding process. The reason why we choose to leave the cleanup pass with
its original stripe length of 4 bits is that we prefer to have the two modifications
distinguished; moreover, it does not make sense using longer stripe in the cleanup
pass when the second modification is active: the longer the stripe, the shorter the
quadruplet series.

In order to perform the modification of the algorithm to the encoding process,
two variables (pointers) have been used to keep track of the current quadruplets
and to identify the beginning of the next one and they are properly initialized ac-
cording to the new stripe length. The original JPEG2000 quadruplet length was
fixed to 4 (hence the name). In our algorithm, we test the encoder over various
quadruplet lengths; the range varies from 5 to the block height, but in the ex-
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perimental results here reported only significant values are considered, namely 8,
16 and 32. We have implemented the algorithm in a way that it is fully com-
patible with the source code Jasper** in which the piece of code regarding each
quadruplet bit was repeated four times. As we have parameterized the length,
we embodied such code in a counter based loop which cycles until the quadru-
plet length counter becomes zero. The implementation of the stripe lengthening
requires a corresponding modification of the decoder structure, in order to cou-
ple correctly coder and decoder. Various combinations of resolution levels and
stripe lengths have been evaluated; first we present the results of the experiments
for single combinations (stripe length-resolution level - Figure 23.9(a)-23.11(b)),
then three overall graphs will be shown in order to give a general overview of the
combinations.

23.4.1.1. Single combination experiments

The bar graphs (see Figure 23.9(a) and 23.9(b)) have on the X-axis an image
identifier (for space reason it could not be possible to put the whole image name
(see Table 23.2)), and on the Y-axis a ratio R defined as

P
=1—-— 23.2
R 5 (23.20)

where P is the encoded file size obtained using the encoder modified by this pro-
posal and O is the size regarding the original JPEG2000 encoder. The formula in
Equation 23.20 has been adopted in order to give an immediate visual feedback:
if the bar is above the ordinate of value 0, the modified encoder works better (the
file is smaller) than the original one, the contrary otherwise. In Figure 23.9 graphs
relative to 8 bit long stripes with 2 and 6 levels of resolution are presented.

The most remarkable results (between 7% and 8% gain) are obtained at 2 lev-
els of resolution, while, using 6 levels, the situation becomes worse (around 1.1%)
and just few images (always the sparse histogram ones) can perform well. The
performance decay when the number of wavelet decomposition levels increase
because the code blocks will be smaller, as dictated by the wavelet transform.
Therefore, stripe lengthening will work in a smaller number of areas (if the stripe
length is greater than the code block, the stripe is truncated to the code block
dimension) and its application will have less relevance.

In the subsequent Figures (23.10 and 23.11) plots are as follows: for stripes
length of 16 and 32 bits two graphs, regarding 2 and 6 levels of resolutions, are
depicted. Therefore, the algorithm introduces enhancement at lower levels of res-
olutions, where JPEG2000 has a lower compression ratio.
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(a) Two levels of resolution. Best gain about 8%
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(b) Six levels of resolution. Best gain about 1.1%

Fig. 23.9. Single combination graphs for stripe length equal to 8 bit for each image, the R value
(Equation 23.20) shows the gain of our coder compared to JPEG2000. Images are ordered increasingly
according to sparsity.
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(b) Six levels of resolution. Best Gain about 2.5%

Fig. 23.10. Single combination graphs for stripe lengths equal to 16 bit: for each image, the R value
(Equation 23.20) shows the gain of our coder compared to JPEG2000. Images are ordered increasingly
according to sparsity.
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(b) Six levels of resolution. Best Gain about 3%

Fig. 23.11. Single combination graphs for stripe length equal to 32 bit: for each image, the R value
(Equation 23.20) shows the gain of our coder compared to JPEG2000.
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23.4.1.2. Overall graphs

As an overall example, the values of R obtained at the various levels of resolution
are depicted in Figures 23.12-23.14. Besides, the mean value of R, computed over
3 - 6 levels of resolution, is reported in the graph. In the graph of Figure 23.13 the
best results are obtained; from the next one (Figure 23.14) there is no more reason
to further increase the stripe length because the ratio become significantly less
than zero, meaning that the original coder is performing better than the modified
one. In Figures 23.15(a) and 23.15(b) overall mean graphs are proposed. In the
first one the mean is over the stripes, while in the second the mean is over the
resolution levels.

0.015F T T T T T T T T T LR
—+—3 Level of resolution
- ©- 4 Level of resolution
~-#5 Level of resolution
‘=w-6 Level of resolution
—0—Mean
0.01- -
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Y
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21 4 1 3 13 2 11 18 17 10 15 14 19 5 16 12 9 20 6 7 8
Image Id

Fig. 23.12.  Overall graph for stripe length equal to 8 bit: for each image, the R value (Equation
23.20) shows the gain of our coder compared to JPEG2000. The best gain is in term of 8% of the file
size coded with standard JPEG2000. The images are sorted by their sparsity value.

From the several experiments one thing is clearly noticeable: almost all of the
image files with a high sparsity index are significantly smaller when processed by
our algorithm at a low level of resolution: the behavior does not follow the trend
of JPEG2000 encoder, which obtains better results with more resolution levels.
It is otherwise important to notice that in each graph the best performances are
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Fig. 23.13.  Overall graph for stripe length equal to 16 bit: for each image, the R value (Equation
23.20) shows the gain of our coder compared to JPEG2000. The best gain is in term of 8% of the file
size coded with standard JPEG2000. The images are sorted by their sparsity value.

always given by images with a high degree of sparseness, in accordance to what
we supposed at the beginning of the work. Another approach has been followed
in the second proposed algorithm, which is almost resolution - independent, but
still preserving the biased behavior toward sparse histogram images. Observing
that there is a better margin for improvement when the resolution level is low
but standard JPEG2000 level of resolution is 5, to justify the use of less levels of
resolution and the stripe lengthening, we compare the execution times of standard
algorithm with no stripe lengthening and 5 levels of resolution to the use of 8 bit
stripe lengthening and 2 levels of resolution. As Figure 23.16(a) shows, despite
the fact that this comparison is not so favorable for the modified algorithm in terms
of compression, execution times are always lower or at most equal to the standard
algorithm. If we compare the size, our modification is better for sparse histogram
images (Figure 23.16(b).)
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Fig. 23.14.  Overall graph for stripes height equal to 32 bit: for each image, the R value (Equation
23.20) shows the gain of our coder compared to JPEG2000. The best gain is in term of 6% of the file
size coded with standard JPEG2000. The images are sorted by their sparsity value.

23.4.1.3. Comparison to other compression algorithms

Several articles in literature®* show that JPEG2000 now is one of the most
promising and well performing format for compression of still images; even if
some formats perform better in some cases, JPEG2000 characteristics and versa-
tility justify our choice of having JPEG2000 as our main comparison term. More-
over, as we consider lossless compression only, we consider also JPEG-LS* as
the “optimum” comparison term. However, we want to give an idea of possible
comparisons to other approaches by taking also into consideration another com-
pression algorithm: the choice has been directed to PNG*’ format, because it is
one of the most recent image format that has achieved popularity on the Web. In
this section, a comparison table (Table 23.3) among the obtained compression ra-
tios of Standard JPEG2000, stripe lengthening, JPEG-LS, and the PNG format is
given. From the experimental results (summarized in Table 23.3), we point out
that the performance of our algorithm, when applied to sparse histogram images
(from text to fpf), are between standard JPEG2000 and JPEG-LS. It is interesting
to study the effect of multiresolution and stripe length choice over the compres-
sion ratio; so, in order to find the best stripe length and level of resolution, we
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define an improving factor F' (which is a function of the stripe length and the level
of resolution) computed over the entire set of 21 images:

. . stripe,level
StZ€standard — Slzemodified

21
F(stripe,level) = Z (23.21)
i=1

Sizeuncompressed

From the computation of all the reasonable values of F', we obtained the best
result for 32 bit stripe length and 5 levels of resolution. We underline that the
factor F' is a objective measure only, and does not take into account whatever
image characteristic. F' computation mediates between highly positive and highly
negative results in each image; therefore, there is no contradiction between this
result and the ones presented in Figures 23.12-23.14.

Table 23.3.  Comparison of the compression ratios obtained from loss-
less JPEG2000, stripe lengthening (8 bit stripe and 2 levels of resolu-
tion), JPEG-LS, and PNG.

Image JPEG2000 | 8 bit stripe - | PNG | JPEG-LS
2 levels

zelda 2.00 1.89 1.88 2.00
bridge 1.34 1.33 1.35 1.38
barb 1.72 1.66 1.51 1.69
boat 1.82 1.77 1.73 1.88
mandrill 1.31 1.30 1.28 1.33
bird 2.22 2.13 2.02 2.31
lena 1.69 1.65 1.59 1.75
slope 6.02 3.82 5.60 5.09
peppers 1.73 1.67 1.65 1.78
frog 1.28 1.27 1.33 1.32
montage 2.70 2.54 272 2.94
mehead 3.78 3.39 4.02 4.89
squares 50.52 31.14 99.52 | 103.77
camera 1.76 1.72 1.71 1.86
mountain 1.19 1.19 1.21 1.25
library-1 1.40 1.40 1.56 1.57
fractalators 3.80 3.65 11.15 6.03
text 1.91 2.01 27.81 491
circles 8.84 9.30 35.49 52.46
crosses 7.67 8.21 32.48 20.77
fpf 7.50 8.57 43.18 64.10
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(b) Mean over resolution levels.

Fig. 23.15. On top, the mean of R value is computed over different stripe lengths of 8, 16, and 32
pixels with 3-6 Level of resolution; on bottom, the mean is computed over 3 - 6 Resolution Level with
a different stripe lengths of 8, 16, and 32 pixels.
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(a) Time comparison. The computation time is always lower (at most equal) than the one obtained with
the standard encoder, and this behavior is more prominent in the high sparsity region.
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(b) Size comparison. Our algorithm works better on images with a high sparsity index.

Fig. 23.16. Comparison between a 5 level standard JPEG2000 against a 2 level (stripe 8) modified
algorithm.
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23.4.2. Second algorithm: SuperRLC
23.4.2.1. Theoretical considerations

The second proposal focuses on the last part of Tier-1 coder, which is the cleanup
pass. Recalling the concepts exposed in section 23.2.3.3, pointing at the fact that
each completely non significant quadruplet is conveyed with one bit, a possible
improvement is the following: instead of coding quadruplets with one bit each,
we use a binary word for every set of consecutive non significant quadruplets. The
binary word length is fixed throughout the whole encoding process. The gain is
higher as the number of consecutive non significant quadruplets increases. At the
end of the cleanup pass, it is possible to identify on the current bit-plane different
series of non significant quadruplet, each of them has a different length.

. Significant
D Non significant

Non significant
quadruplet

Fig.23.17. Different groups of quadruplets. From this block it can be figured out eight single quadru-
plets, s1 through sg. Here we have S3 with §S3 equal to 2, and S2 with #S52 equal to 1.

Before attempting a non trivial modification to the coder, it is important to
see how this is going to affect its behavior (a good introduction on statistic has
been taken from*®). In this explanation the concept of non significant consecutive
quadruplets will be addressed many times, so in the following we refer it to as
nscq. A pictorial view of what is explained below is given in Figure 23.17. Let us
define a set S; containing all nscgs with the same length j, with j varying in the
range [1, jarax], where jarax is the longest group of nscq that could be found.
The length of a single nscg will be referred to as [(nscq). Another index that has
to be defined is ks 4x, which is the maximum number of nscq that can be sent
to the MQ-coder in only one binary word, as explained later. So jyrax depends
on the current coefficients of the bit-plane in the running encoding process, while
kamax (we have kypax < jumax) depends on the actual length of the binary
word: referring to the length as W we have kyrax = 2" — 1. If the length of the
current nscq is less than ks 4 x, the nscq is entirely coded, otherwise it is treated
as two shorter nscq. This process affects the values of 5 (we use #5 referring to
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#5;Vj). The following equations describe the process in detail referring to how
5 is modified. Using the remainder function

r(z,y) = <x——L§Jy) (23.22)

and setting p and q as

p = r(l(nscq), karax) (23.23)
B V(nscq)J
1= karax

the computation of 45 comes to as described by Algorithm 23.1 (for clarity, £S5
values are expressed in percentage). That means that when a nscq with its length
greater than kjs 4 x is found, the encoder performs in this way: it conveys g series
karax long and one series p long.

Algorithm 23.1 Cardinality computation. p and ¢ are computed in Equation
23.23.
if l(nscq) < kprax then

ﬁSl(nscq) = ﬂSl(nscq) +1

else
$Skarax = BSkaax T4
5S, = 45, + 1

end if

Applying the £S5 computation to Lena image, Figure 23.18 presents the results
of the histogram of the S computation. The explanation of a high value in the
case j = 31 is quite straightforward: the last bin of the histogram counts all not
significant sequences composed by 31 quadruplets. Hence, all sequences com-
posed by more than 31 (in this case) quadruplets will score a point for the bin in
the r position, and ¢ point for the bin in the 31st position. Due to this reason, the
last bin takes a value higher than the others.

Figure 23.20(a) shows the same histogram computation for image Crosses.

The S refers to a particular choice of kpr4x, depending on W. Its compu-
tation ends the implementation of modified cleanup pass. However, as we are in-
terested into an evaluation of the actual gain, (referring to the standard JPEG2000
cleanup pass) we can study the behavior of §5 varying the upper limit of [(nscq).
Therefore, we have recalculated £S5 values for k varying from 1 to k4 x. To do
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lena
T

Fig. 23.18. Cardinality computation for nscgs (Image Lena).

this a new £S5 (named £5”) is computed in this way:
karax
Vk < knpax §S; = Y #S. where z = max(knrax, k- i) (23.24)
i=1
So now £S5’ contains the probability distribution as if jys 4 x (that is, the maximum
of l(nscq)) could assume all the values in the range 1,...kpr4x. Knowing from
Equation 23.24 the entire probability distribution, it is interesting to give an esti-
mation of the acquired gain versus the original coder. We defined a gain function
G as
k

Gk, kyvax) = T Tog, (barax = 1) (23.25)

in which the numerator represents the bits used by the original coder and the
denominator the bits used by the modified one. Function G (Equation 23.25) is
used to weight the quadruplets probability distribution leading to (assuming that
kMAX is ﬁXGd)Z

48" (k) = G(k)4S, — 1 (23.26)

In Figure 23.19 is presented the final graph that shows #5’, (Equation 23.26). The
meaning of this function £5”, is an evaluation of £5’ (k) weighted by the gain func-
tion G, thus giving an estimation of the gain toward JPEG2000 standard coder for
each admissible value of consecutive quadruplet series. We point out that in Equa-
tion 23.26, the term -1 introduces a shift; therefore if values of #5”. (Figure 23.19)
are greater than zero it means a positive gain. Apart from an initial irregular shape,
the function in Figure 23.19 shows a stable gain for a maximum [(nscq) greater
than 16. From this point on, our algorithm performs better. This Figure refers to
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Fig. 23.19. The weighted histogram £S5, (k) (Equation 23.26) shows the gain in terms of bit number
with respect to the original coder JPEG2000 as a function of quadruplet series length (Image Lena).

Lena, but the same behavior is confirmed (or even better) for the other images:
as an example, in Figure 23.20(b) the function in Equation 23.26 is plotted for
image “crosses”. For completeness, we have computed the gain for all the other
test images. The final measure of how much using the SuperRLC is convenient is
given by:

karax

M= )" S, (23.27)
=1

Equation 23.27 computes in fact the integral function of the weighted histogram
(Equation 23.26), measuring the positive gain area. ) values are reported in Table
23.4. It is important to remind that this is not an overall gain, but it is just set up
for bits sent by the cleanup pass to the final stage of Tier-1, the MQ-coder.

23.4.2.2. Comparisons with other images and the sparsity index

“Lena” is a well - known standard image for compression evaluation; however we
present here the results about other interesting cases: as regards Crosses image,
which has a sparsity index of 1.835 against the 0.955 of Lena, the tracking of
85 during the encoding process is as depicted in Figure 23.20(a). The distribu-
tion follows the sparsity: while in the lena case a smaller §5 was more probable,
this time the plot shows a clear need of a longer quadruplets series length (45).
The graphic, depicted in Figure 23.20(b), overtakes more strongly the gain equal
to one, and the measure given by Equation 23.27 is equal to 10.2347, against -
0.3694 for Lena. In Table 23.4 all integral values associated to each image have
been reported. Referring to Table 23.2 for sparsity indices, the values of M grow
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(a) Cardinality computation for nscgs.
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(b) The weighted #57 (k) (Equation 23.26) shows the
gain in terms of bit number respect to the original coder
JPEG2000 as a function of quadruplet series length

Fig. 23.20. Cardinality computation and weighted £S5’ (k) for image Crosses.

following, with few exceptions, the sparsity order. More generally, for all the im-
ages, there is always a value k for which our algorithm outperforms JPEG2000
vk > k.

23.4.2.3. Overall comparison to JPEG2000

In this part, the computation of the ratio between all the bits (from significance,
refinement, and cleanup) sent by original JPEG2000 and SuperRLC coder is plot-
ted. As an example, two cases for W value equal to 5 and 6, respectively are
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Table 23.4. Images and their M value (Equation 23.27)

g o -
g % § ;:i 2 éﬁ g E - 0
Name 5 5 % £ = & g S g £ B
Image ID 7 6 19 9 18 8 15 5 14 2 1

M 1023 945 878 7.78 6.72 508 2.63 093 051 049 0.18

= o = N = 5 5 & T =
e & £ & g &8 g 2 =z &
g " 3 g = K
“ - E £
=]
ImageID 11 3 17 21 12 13 16 20 4 10

M -0.37 -0.84 -0.89 -2.32 -2.89 -3.28 -3.32 -3.84 -4.05 -5.08

shown. For each graph (Figure 23.21(a) and 23.21(b)), the X-axis will report the
usual image identifier (refer to Table 23.2) and the Y-axis will report the quantity
R’ defined as:

_ |BP - BO|
-—5
where BP are the bits sent by the Tier-1 encoder to the MQ-coder in the RLC
method, BO refers to the JPEG2000 original encoder and D is the size of the
original uncompressed image file expressed in bit. As it can be seen, the gain
goes from a minimum of 2% to a maximum of 15%.

For these values of W, the experiments show always a positive gain, which is
more impressive for sparse histogram images. The only really relevant exceptions
are for images 12 and 20 (text and library- 1, respectively), which do not follow the
behavior dictated by their sparseness; as it could be clearly seen (Figure 23.22(a)
and 23.22(b)), these two images have nothing in common with the other images
with sparse histogram, that is, their structure is so significantly different (a text
document and a compound image) which justifies their anomalous behavior. We
underline the fact that also image 8 is a text image, but it performs quite well.
Moreover, the simple fact that an image represents a text is not discriminant. The
reason is that image 8 is really a sparse image with a constant white background
and a foreground (the text) which is spatially distributed in a very sparse way. We
mean that in the case of image 8, “sparsity” is not only on grey level distribution,
but also on the geometrical disposition inside the image. This does not hold for the
second text image (12), where the background is not constant and the text is an au-
tomated list. By carefully observing the plots of Figure 23.21, a further comment
about image 10 (frog) is mandatory. Image 10, despite its index Z, has a value of

R (23.28)
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21 13 4 2 17 5 1 14 16 3 11 10 19 15 18 9 20 12 6 7 8
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(a) code word of 5 bits (W=5).
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0

21 13 4 2 17 5 1 14 16 3 11 10 19 15 18 9 20 12 6 7 8
image ID

(b) code word of 6 bits (W =6).

Fig. 23.21. Ratio between the bits sent by the original and modified encoder.

R’ (Equation 23.28) significantly smaller than image 11 and 19, and we explain
this fact by observing that the “frog” image is a highly textured one, because the
subject (the animal) is so close to the camera that the spatial disposition of pixels
is more similar to a texture than a tipical object on a background.

We prefer to consider R’ (Equation 23.28) as a performance index, rather that
comparing the bare file sizes at the end of the entire compress chain, because: a)
we are interested into exploring the positive effects of our modifications on the
significance, refinement, and cleanup group (where they effectively occur); b) we
want to exclude any possible effects of the arithmetic coder, which follows in the
chain.
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Fig. 23.22. Figures for which the behavior does not follow the general trend.

23.4.2.4. Technical details

The project has been developed on a Celeron 1.5Ghz, 512Mb RAM, using Mi-
crosoft Visual C* for JPEG2000 codec and Matlab* for presenting the results in
a convenient way. The codec is Jasper version from 1.400 to 1.600, of which a
guide can be found in Jasper User Manual** and implements a JPEG2000 coder
fully reviewed by the creator of Jasper M.D. Adams.’
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23.5. Conclusions

In this paper, we have presented two algorithms for modifying all the three passes
of JPEG2000 Tier-1 coder, that is significance, refinement, and cleanup. The-
oretical studies have been reported in order to classify the images according to
the concept of sparsity and to compute the saving of conveyed bits. The best re-
sults are for high sparsity images: assuming the spatial preservation of wavelet
coefficients, it has come to mind that longer stripe would have grouped better the
(scarce) significant zones in this kind of images. The first algorithm, stripe length-
ening, shows significant gain at low levels of resolution on the overall file size
respect to the standard. The second algorithm, SuperRLC, has the advantage of
being independent on the levels of resolution; experiments confirm that it gives a
relevant gain on bits conveyed to the MQ-coder respect to the standard JPEG2000.
Future works will regard a modification of the arithmetic coder in order to adapt
the probability context to the statistics of the new conveyed symbols. We would
like to use the same approach as’! to extend the arithmetic coder contexts in order
to evaluate if it is possible to capture the efficiency of the new bitstream generated
by our algorithm.
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GENETIC PROGRAMMING FOR OBJECT DETECTION: A
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FUNCTION
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This paper describes two innovations that improve the efficiency and effective-
ness of a genetic programming approach to object detection problems. The ap-
proach uses genetic programming to construct object detection programs that are
applied, in a moving window fashion, to the large images to locate the objects
of interest. The first innovation is to break the GP search into two phases with
the first phase applied to a selected subset of the training data, and a simplified
fitness function. The second phase is initialised with the programs from the first
phase, and uses the full set of training data with a complete fitness function to
construct the final detection programs. The second innovation is to add a pro-
gram size component to the fitness function. This approach is examined and
compared with a neural network approach on three object detection problems of
increasing difficulty. The results suggest that the innovations increase both the
effectiveness and the efficiency of the genetic programming search, and also that
the genetic programming approach outperforms a neural network approach for
the most difficult data set in terms of the object detection accuracy.

24.1. Introduction

Object detection and recognition tasks arise in a very wide range of applica-
tions,!”’ such as detecting faces from video images, finding tumours in a database
of x-ray images, and detecting cyclones in a database of satellite images. In many
cases, people (possibly highly trained experts) are able to perform the classifica-
tion task well, but there is either a shortage of such experts, or the cost of people is
too high. Given the amount of data that needs to be detected, automated object de-
tection systems are highly desirable. However, creating such automated systems

*Corresponding author.
TCorresponding email address.
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that have sufficient accuracy and reliability turns out to be very difficult.

Genetic programming (GP) is a relatively recent and fast developing approach
to automatic programming.®° In GP, solutions to a problem are represented as
computer programs. Darwinian principles of natural selection and recombina-
tion are used to evolve a population of programs towards an effective solution to
specific problems. The flexibility and expressiveness of computer program repre-
sentation, combined with the powerful capabilities of evolutionary search, makes
GP an exciting new method to solve a great variety of problems.

There have been a number of reports on the use of genetic programming in
object detection.!"'® The approach we have used in previous work'>!% is to use a
single stage approach (referred to as the basic GP approach here), where the GP
is directly applied to the large images in a moving window fashion to locate the
objects of interest. Past work has demonstrated the effectiveness of this approach
on several object detection tasks.

While showing promise, this genetic programming approach still has some
problems. One problem is that the training time was often very long, even for
relatively simple object detection problems. A second problem is that the evolved
programs are often hard to understand or interpret. We have identified two causes
of these problems: the programs are usually quite large and contain much redun-
dancy, and the cost of the fitness function is high. We believe that the size and
redundancy of the programs contributes to the long training times and may also
reduce the quality of the resulting detectors by unnecessarily increasing the size
of the search space and reducing the probability of finding an optimal detector
program. Evaluating the fitness of a candidate detector program in the basic GP
approach involves applying the program to each possible position of a window on
all the training images, which is quite expensive. An obvious solution is to apply
the program to only a small subset of the possible window positions, but it is not
obvious how to choose the subset. A poor choice could bias the evolution towards
programs that are sub-optimal on the real data.

The goal of this paper is to investigate a study on improving GP techniques
for object detection (rather than investigate an application of GP for object detec-
tion). Specifically, we investigate two innovations on the basic GP approach to
address the problems described above. The first is to split the GP evolution into
two phases, using a different fitness function and just a subset of the training data
in the first phase. The second is to augment the fitness function in the second
phase by a component that biases the evolution towards smaller, less redundant
programs. We consider the effectiveness and efficiency of this approach by com-
paring it with the basic GP approach. We also examine the comprehensibility of
the evolved genetic programs.
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The rest of the paper is organised as follows. Section 24.2 gives some essential
background of object detection and recognition and GP related work to object
detection. Section 24.3 describes the main aspects of this approach. Section 24.4
describes the three image data sets and section 24.5 presents the experimental
results. Section 24.6 draws the conclusions and gives future directions.

24.2. Background

This section provides some essential background, including a brief overview of
the object recognition and detection with related methods, and a brief overview of
related work in GP to object detection and recognition and image analysis.

24.2.1. Object Detection/Recognition and Related Methods

The term object detection here refers to the detection of small objects in large
images. This includes both object classification and object localisation. Object
classification refers to the task of discriminating between images of different kinds
of objects, where each image contains only one of the objects of interest. Object
localisation refers to the task of identifying the positions of all objects of interest
in a large image. The object detection problem is similar to the commonly used
terms automatic target recognition and automatic object recognition.

Traditionally, most research on object recognition involves four stages: pre-
processing, segmentation, feature extraction and classification.'® The prepro-
cessing stage aims to remove noise or enhance edges. In the segmentation stage, a
number of coherent regions and “suspicious” regions which might contain objects
are usually located and separated from the entire images. The feature extraction
stage extracts domain specific features from the segmented regions. Finally, the
classification stage uses these features to distinguish the classes of the objects of
interest. The features extracted from the images and objects are generally domain
specific such as high level relational image features. Data mining and machine
learning algorithms are usually applied to object classification.

Object detection and recognition has been of tremendous importance in many
application domains. These domains include military applications,'®!%?0 shape
matching,” human face and visual recognition,'>!:?? natural scene recognition,*
agricultural product classification,”? handwritten character recognition,”*?> medi-
cal image analysis,?® postal code recognition,”’?® and texture classification.?’

Since the 1990s, many methods have been employed for object recogni-
tion. These include different kinds of neural networks,?®30-33 genetic algo-
rithms,>*3 decision trees,?® statistical methods such as Gaussian models and
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36,37 36,37 13,22,38,39

Naive Bayes, support vector machines,
and hybrid methods.*0+?

genetic programming,

24.2.1.1. Performance Evaluation

Object detection performance is usually measured by detection rate and false
alarm rate. The detection rate (DR) refers to the number of small objects cor-
rectly reported by a detection system as a percentage of the total number of actual
objects in the image(s). The false alarm rate (FAR), also called false alarms per
object,®? refers to the number of non-objects incorrectly reported as objects by a
detection system as a percentage of the total number of actual objects in the im-
age(s). Note that the detection rate is between 0 and 100%, while the false alarm
rate may be greater than 100% for difficult object detection problems.

24.2.2. GP Main Characteristics: GP vs GAs

GP is an approach to automatic programming, in which a computer can construct
and refine its own programs to solve specific tasks. First popularised by Koza® in
1992, GP has become another main genetic paradigm in evolutionary computation
(EC) in addition to the well known genetic algorithms (GAs).

Compared with GAs, GP has a number of characteristics. While the standard
GAs use bit strings to represent solutions, the forms evolved by GP are generally
trees or tree-like structures. The standard GA bit strings use a fixed length rep-
resentation while the GP trees can vary in length. While the GAs use a binary
alphabet to form the bit strings, the GP uses alphabets of various sizes and con-
tent depending on the problem domain. These trees are made up of internal nodes
and leaf nodes, which have been drawn from a set of primitive elements that are
relevant to the problem domain. Compared with a bit string to represent a given
problem, the trees can be much more flexible.

24.2.3. GP Related Work to Object Detection

Since the early 1990s, there has been only a small amount of work on applying ge-
netic programming techniques to object classification, object detection and other
image recognition problems. This in part reflects the fact that genetic program-
ming is a relatively young discipline compared with, say, neural networks and
genetic algorithms.

In terms of the number of classes in object classification, there are two cat-
egories: binary classification problems, where there are only two classes of ob-
jects to be classified, and multi-class classification problems, where more than two
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classes of images are involved. While GP has been widely applied to binary clas-
sification problems,'%384445 it has also been applied to multi-class classification
problems.15’16’22’4648

In terms of the representation of genetic programs, different forms of genetic
programs have been developed in GP systems for object classification and image
recognition. The main program representation forms include tree or tree-like or
numeric expression programs,3*®#8:49 graph based programs,® linear GP, linear-
graph GP,’' and grammar based GP.>?

The use of GP in object/image recognition and detection has also been inves-
tigated in a variety of application domains. These domains include military appli-
cations,'%* English letter recognition,?* face/eye detection and recognition,?>3%-3
vehicle detection'3® and other vision and image processing problems,®!214:34-56

Since the work to be presented in this paper focuses on the use of genetic
programming techniques for object detection, table 24.1 lists the recent research
to overview the GP related work based on the applications and the first authors.

24.3. The Approach

24.3.1. Overview of the Approach

Figure 24.1 shows an overview of this approach, which has two phases of learning
and a testing procedure. In the first learning phase, the evolved genetic programs
were initialised randomly and trained on object examples cut out from the large
images in the training set. This is just an object classification task, which is sim-
pler than the full object detection task. This phase therefore uses a fitness function
which maximises classification accuracy on the object cutouts.

In the second phase, a second GP process is initialised with the programs
generated by the first phase, and trained on the full images in the training set by
applying the programs to a square input field (“window”) that was moved across
the images to detect the objects of interest. This phase uses a fitness function
that maximises detection performance on the large images in the training set. In
the test procedure, the best refined genetic program is then applied to the entire
images in the test set to measure object detection performance. The process of the
second phase and the GP testing procedure are shown in figure 24.2.

Because the object classification task is simpler than the object detection task,
we expect the first phase to be able to find good genetic programs much more
rapidly and effectively than the second phase. Also, the fitness function is much
easier to evaluate, so that a more extensive evolution can be performed in the
same time. Although simpler, the object classification task is closely related to
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Table 24.1. Object recognition and detection related work based on genetic program-

ming.
Problems Applications Authors Source
Orthodontic landmark detection  Ciesielski etal. 7
Object Ship detection Howard et al. 38
Mouth detection Isaka 38
Detection Small target detection Benson 1
Vehicle detection Howard et al. 13
Medical object detection Zhang et al. 15.48
Tank detection Tackett 1045
Letter recognition Andre 24
Object Koza 49
Face recognition Teller et al. 22
Classification ~ Small target classification Stanhope et al. 3
Winkeler et al. 3
Shape recognition Teller 7et al. 47
Eye recognition Robinson etal. 33
Texture classification Song et al. 29,44,60-62
Medical object classification Loveard et al. 46,63
Shape and coin recognition Zhang et al. 64
Edge detection Lucier et al. 65
Other Vision ~ San Mateo trail Koza 9
Problems problem Koza 66
Image analysis Howard et al. 54
Poli o7
Model Interpretation Lindblad et al. 14
Stereoscopic Vision Graae et al. 12
Image compression Nordin et al. 3

the detection task, so we believe that the genetic programs generated by the first
phase are likely to be very good starting points for the second phase, allowing the
more expensive evolutionary process to concentrate its effort in the more optimal
part of the search space.

Since the number of possible programs increases exponentially with the size
of the programs, the difficulty of finding an optimal program also increases with
the size of the programs. In the second phase, we added a program size compo-
nent to the fitness function to bias the search towards simpler functions, which we
expected would increase both the efficiency and the effectiveness of the evolution-
ary search. It will also have a tendency to remove redundancy (since a program
with redundancy will be less fit than an equivalent program with the redundancy
removed), making the programs more comprehensible.
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24.3.2. Terminal Set and Function Set

453

For object detection problems, terminals generally correspond to image features.
Instead of using global features of an entire input image window, we used a num-
ber of statistical properties of local square and circular region features as termi-
nals, as shown in figure 24.3. The first terminal set consists of the means and
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Fig. 24.3. Local square and circular features as terminals.

standard deviations of a series of concentric square regions centred in the input
image window, which was used in the shape data set (see section 4). The second
terminal set consists of the means and standard deviations of a series of concentric
circular regions, which was used in the two coin data sets. For each terminal set,
we also used a random constant as an additional terminal.

Notice that these features are certainly not the best for these particular prob-
lems. However, our goal is to investigate the two-phase and the program size
ideas rather than finding good features for a particular task, which is beyond the
scope of this paper. Accordingly, instead of using some complex features such as
the SIFT features,”-%® haar wavelets and orientation histogram features,! we used
these simple features to keep the problem complexity low.

In the function set, the four standard arithmetic operators and a conditional
operator were used to form the non-terminal nodes:

FuncSet = {+,—,*,/,if}

The +, —, and * operators have their usual meanings — addition, subtraction
and multiplication, while / represents “protected” division which is the usual di-
vision operator except that a divide by zero gives a result of zero. Each of these
functions takes two arguments. The if function takes three arguments. The first
argument, which can be any expression, constitutes the condition. If the first argu-
ment is positive, the if function returns its second argument; otherwise, it returns
its third argument. The if function allows a program to contain a different expres-
sion in different regions of the feature space, and allows discontinuous programs,
rather than insisting on smooth functions.

24.3.3. Object Classification Strategy

The output of a genetic program is a floating point number. Generally genetic pro-
grams can perform one class object detection tasks quite well where the division
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between positive and negative numbers of a genetic program output corresponds
to the separation of the objects of interest (of a single class) from the background
(non-objects). However, for multiple class object detection problems, where three
or more classes of objects of interest are involved, the standard genetic program-
ming classification strategy mentioned above cannot be directly applied.

In this approach, we used a different strategy called program classification
map, as shown in equation 24.1, for the multiple class object detection problems.*®
Based on the output of an evolved genetic program, this map can identify which
class of the object located in the current input field belongs to. In this map, m
refers to the number of object classes of interest, v is the output value of the
evolved program and 7' is a constant defined by the user, which plays a role of a
threshold.

background, v<0
class 1, O<ov<T
class 2, T<v<2T
Class = s cee (24.1)

class i, -1 xT<v<ixT

class m, v>(m—1)xT

24.3.4. Fitness Functions

We used two fitness functions for the two learning phases. In the first phase, we
used the classification accuracy directly as the fitness function to maximise object
classification accuracy. In the second phase, we used a more complex fitness
function to be described below to maximise object detection accuracy.

The goal of object detection is to achieve both a high detection rate and a
low false alarm rate. In genetic programming, this typically needs either a multi-
objective fitness function or a single-objective fitness function that can integrate
the effects of the multiple objectives.

While a real multi-objective fitness function can be used for object detection
as in,® the GP community typically takes the latter approach — usually uses a
single-objective fitness function that can reflect the effects of the multiple objec-
tives for a particular problem such as object detection.!>!63879 An example ex-
isting fitness function of this kind used in our previous work'® (and similar ideas
also used in other work!338.7) is:

fitness(DR,FAR) =Wy (1 — DR) + Wy « FAR (24.2)

where DR is the Detection Rate (the number of small objects correctly reported
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by a detection system as a percentage of the total number of actual objects in the
images) and FAR is the False Alarm Rate (also called false alarms per object, the
number of non-objects incorrectly reported as objects by a detection system as a
percentage of the total number of actual objects in the images). The parameters
Wa, W; reflect the relative importance between the detection rate and the false
alarm rate.

Although such a fitness function accurately reflects the performance measure
of an object detection system, it is not smooth. In particular, small improvements
in an evolved genetic program may not be reflected in any change to the fitness
function. The reason is the clustering process that is essential for the object de-
tection — as the sliding window is moved over a true object, the program will
generally identify an object at a cluster of window locations where the object is
approximately centered in the window. It is important that the set of positions is
clustered into the identification of a single object rather than the identification of
a set of objects on top of each other.

Suppose we obtained two genetic programs from the population. Program
1 incorrectly identified a large cluster of locations as an object and Program 2
identified a smaller cluster of locations (as shown in figures 24.4 (b) and (c)). In
terms of object detection, the program 2 was clearly better than program 1 since
program 2 only produced six false alarm pixels but program 1 produced 18 false
alarm pixels. However, the above fitness function grouped the two clusters of
different numbers of false alarm pixels as the same number (which is two) of false
positives for both programs. Thus the two programs have exactly the same FAR
since both of them have two false positives. Accordingly, a fitness function based
solely on DR and FAR cannot correctly rank these two programs, which means
that the evolutionary process will have difficulty for selecting better programs. To
deal with this problem, the False Alarm Area (FAA, the number of false alarm
pixels which are not object centres but are incorrectly reported as object centres
before clustering) was added to the fitness function.

Another problem of using this fitness function is that some genetic programs
evolved are very long. When a short program and a long program produce the
same detection rate and the same false alarm rate, the GP system will randomly
choose one for reproduction, mutation or crossover during the evolutionary pro-
cess. If the long programs are selected, the evolution for the rest of the learning
process will be slow. More importantly, the good building blocks in these long
programs will have a much greater chance to be destroyed than in the short pro-
grams (Gedanken experiment in GP®), which could lead to poor solutions by the
evolutionary process. This is mainly because this fitness function does not include
any hints about the size of programs.
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(a) (b) (©)

Fig. 24.4. Sample object detection maps. (a) Original image; (b) Detection map produced by Pro-
gram 1; (c) Detection map produced by program 2.

24.3.4.1. The new fitness function

To smooth the fitness function so that small improvement in genetic programs
could be reflected and to consider the effect of program size, we added two mea-
sures, false alarm area and program size to the fitness function.

The new fitness of a genetic program is calculated as follows.

(1) Apply the program as a moving nxn window template (n is the size of the
input image window) to each of the training images and obtain the output
value of the program at each possible window position, as shown in Figure
24.2. Label each window position with the ‘detected’ object according to the
object classification strategy. Call this data structure a detection map.

(2) Find the centres of objects of interest only by the following clustering process:

e Scan the detection map from the up-left corner “pixel by pixel” for de-
tected objects of interest (those “pixels” marked as the “background” class
are skipped). When an object of a class of interest at a particular location
is encountered, mark that location point as the centre of the object and
skip pixels in n/2 x n/2 square to right and below this location. In this
way, all the locations (“pixels”) considered “detected objects” by the ge-
netic program within the square of then n/2 x n/2 size will be “clustered”
as a single object. The square size n/2 x n/2 was chosen as half of the
moving sweeping window size in order not to miss any detected object.
This process will continue in the right cross and down directions until all
the locations in the detection map are scanned or skipped. The locations
marked by this process are considered the centres of the objects for the
classes of interest detected by the genetic program.

(3) Match these detected objects with the known locations of each of the de-
sired/target objects and their classes. Here, we allow location error of
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TOLERANCE pixels in the z and y directions. We have used a value of
2 for TOLERANCE. For example, if the coordinates of a known object
centre are (21, 19) and the coordinates of a detected object centre are (22, 21),
we consider that the object has been correctly located.

(4) Calculate the detection rate D R, the false alarm rate F'AR, and the false alarm
position F'AA of the evolved program.

(5) Count the size of the program by adding the number of terminals and the
number of functions in the program.

(6) Compute the fitness of the program according to equation 24.3.

fitness = K1-(1—DR)+ K- FAR+ Ks-FAP+ K, - ProgSize (24.3)

where K, K5, K3, and K, are constant weighting parameters which reflect
the relative importance between detection rate, false alarm rate, false alarm
area, and program size.

We expect that the new fitness function can reflect both small and large im-
provement in genetic programs and can bias the search towards simpler functions.
We also expected this would increase both the efficiency and the effectiveness of
the evolutionary search. It will also have a tendency to reduce redundancy, making
the programs more comprehensible.

Notice that adding the program size constrain to the fitness function is a kind
of parsimony pressure technique.”'”’3 Early work on this issue resulted in diverse
opinions: some researchers think using parsimony pressure could improve per-
formance,’? while some others thinks this could lead to premature convergence.’?
Although our approach is different from the early work, it might still face a risk of
early convergence. Therefore, we used a very small weight (K4) for the program
size in our fitness function relative to K and K5 (see table 24.2).

24.3.5. Parameters and Termination Criteria

In this system, we used tree structures and Lisp S-expressions to represent genetic
programs.” The ramped half-and-half method®® was used for generating the pro-
grams in the initial population and for the mutation operator. The proportional
selection mechanism and the reproduction,*® crossover and mutation operators®
were used in the learning process.

Important parameter values used in the experiments are shown in table 24.2.
These parameter values were obtained using the existing heuristics in GP plus
some minor effort on empirical search via experiments.

The learning/evolutionary process is run for a fixed number (max-generations)
of generations, unless it finds a program that solves the problem perfectly (100%
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Table 24.2. Parameters used for GP training for the three databases.

Parameter Kind ~ Parameter Name Shape Coins Heads/tails

population-size 800 1000 1600
Search initial-max-depth 2 2 5
max-depth 6 7 8
Parameters max-generations 50 150 200
input-size 20x20  72x72 62x62
reproduction-rate 2% 2% 2%
Genetic cross-rate 70% 70% 70%
Parameters mutation-rate 28% 28% 28%
T 100 80 80
Fitness K1 5000 5000 5000
K2 100 100 100
Parameters K3 10 10 10
K4 1 1 1

detection rate and no false alarms), or there is no increase in the fitness for 10
generations, at which point the evolution is terminated early.

24.4. Image Data Sets

No. of images: 10 No. of images: 20 No. of images: 20

Object size:18x 18 Object size:70x 70 Object size:60x 60
(Shape) (Coins) (Heads/tails)

Fig. 24.5. Object detection problems.

We used three data sets in the experiments. Example images are given in
figure 24.5. These data sets provide object detection problems of increasing dif-
ficulty. Data set 1 (Shape) was generated to give well defined objects against a
uniform background. The pixels of the objects were generated using a Gaussian
generator with different means and variances for different classes. There are two
classes of small objects of interest in this database: circles and squares. Data set
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2 (Coins) was intended to be somewhat harder and consists of scanned images of
New Zealand coins. There are two object classes of interest: the 5-cent coins and
10-cent coins. These coins are a mixture of head up or tail up and accordingly has
a greater variance than data set 1. The objects in each class have a similar size but
are located at arbitrary positions and with different rotations. Since the sizes of
the two classes (5-cent coins vs 10-cent coins) are quite different, it should not be
very difficult to distinguish between the two classes. Data set 3 (Heads/tails) also
contains two object classes of interest, but the detection task is significantly more
difficult. The task is detecting the head side and the tail side of New Zealand 5
cent coins. The coins are placed in different locations with significantly different
orientations. In addition, the background was generated using a Gaussian gener-
ator with the same mean (100) but a very large standard deviation (120), making
the background more complex. Given the low resolution (75pt) of the images,
this detection task is actually very difficult — even humans cannot distinguish the
classes perfectly.

In the experiments, we used one, three, and five images as the training set and
used five, ten and ten images as the test set for the Shape, Coins, and Heads/tails
data sets, respectively. To avoid the “lucky partitioning” of the these data set, the
partitioning process of training and test sets was randomly repeated ten times for
each of the three data sets and the average results are reported in the next section.

24.5. Results and Discussion

24.5.1. Object Detection Results

The detection results of the two phase GP approach for the three image data
sets are shown in table 24.3. These results are compared with the basic GP ap-
proach'>7* and a neural network approach’>7° using the same set of features. The
basic GP approach is similar to the new GP approach described in this paper, ex-
cept that it uses the old fitness function without considering the program size and
false alarm areas (equation 24.2) and that genetic programs are learned from the
full training images directly, which is a single stage approach.'>’* In the neu-
ral network approach,’>7° a three layered feed forward neural network is trained
by the back propagation algorithm’’” without momentum using an online learn-
ing scheme and fan-in factors.”® For all the three approaches, the experiments
are repeated 50 times and the average results on the test set are presented in this
section.

As can be seen from table 24.3, all the three approaches achieved ideal results
for the shape and the Coins data sets, reflecting the fact that the detection problems
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Table 24.3.  Object detection results achieved by different approaches.

Image Data Set Shape  Coins Heads/tails
heads tails

Best Detection Rate(%) 100 100 100 100
Best Two-phase GP Approach 0 0 0 55
False Alarm Basic GP Approach 0 0 0 100
Rate (%) Neural Networks 0 0 9.4 134.1

in the two data sets are relatively easy and that the two terminal sets are appropriate
for the two data sets (note that other terminal sets did not achieve ideal results,’*
but this is beyond the scope of this paper). For the difficult Heads/tails data set,
none of the three methods resulted in ideal performance. However, the two phase
GP approach described in this paper achieved the best performance.

Notice also that both GP approaches achieved better results than the neural
network approach on this data set using the same set of features. However, this
might be partially because the features used here carried intrinsic bias towards the
neural network approach and/or partially because the neural networks were not
tuned, pruned or optimised.>** While further discussion here on this topic is be-
yond the goal of this paper, we are interested in carrying out further investigation
in the future.

24.5.2. Training Time and Program Size

Although both of the GP approaches achieved better results than the neural net-
works overall, the time spent on the training/refining process are quite different.
For the Coins data set, for example, the basic GP approach used 17 hours on av-
erage to find a good genetic program, whereas the two phase GP approach used
only 11 hours on average. For the Heads/tails data set, the two phase GP approach
found good programs after 23 hours on average (of which the first phase only took
only two to three minutes). The basic GP approach, on the other hand, took an
average of 45 hours. The first phase is so fast because the size of the training data
set is small, and the task of discriminating the classes of objects (when centered
in the input window) is quite simple. However, the programs it finds appear to be
very good starting points for the more expensive second phase, which enables the
evolution in the second phase to concentrate its search in a much more promising
part of the search space.

In addition, the sizes of the programs (the number of terminals plus the number
of functions in a program) evolved by the two phase GP approach were also found
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to be shorter than those evolved by the basic GP approach. For the Coins data set,
for example, the program size in the two phase GP approach averages 56 nodes, in
contrast to 107 nodes for the basic GP approach. Both the good initial programs
and the bias towards smaller programs would contribute to this result; we will
investigate which of the factors is the most important for object detection in the
future.

24.5.3. Comprehensibility of Genetic Programs

To check the effectiveness of the new fitness function at improving the compre-
hensibility of the programs, an evolved genetic program in the shape data set is
shown below:

(/ (if (/ (- Fap T) Fau) Fzu (x» (- Fay Fou) Fio)) (/ Fau Fypu))
This program detector can be simplified as follows:
(1f (- F4u T) FS;/, (« (- F4;1, F2y,) Fis))

where F;,, and F;, are the mean and standard deviation of region 7 (see figure 24.3,
left) of the window, respectively, and T is a predefined threshold. This program
can be translated into the following rule:

if (Fa > T) then
value = Fjz,;
else
value = (Fu, - Fou) * Fio;

If the sweeping window is over the background only, F},, would be smaller
than the threshold (100 here), the program would execute the “else” part. Since
Fy,, is equal to Iy, in this case, the program output will be zero. According to the
classification strategy — object classification map, this case would be correctly
classified as background. If the input window contains a portion of an object of
interest and some background, £y, would be smaller than F5,,, which results in
a negative program output, corresponding to class background. If Fy, is greater
than the threshold T, then the input window must contain an object of interest,
either for classI or for class2, depending the value of F3,,.

While this program detector can be relatively easily interpreted and under-
stood, the programs obtained using the old fitness function are generally hard
to interpret due to the length of the programs and the redundancy. By carefully
designing the fitness function to constrain the program size, the evolved genetic
programs appear to be more comprehensible.
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24.6. Conclusions

Rather than investigating an application of GP for object detection, the goal of this
paper is to investigate a study on improving GP techniques for object detection.
The goal has been successfully achieved by developing a two phase GP approach
and a new fitness function with constraints on program size. We investigated the
effectiveness and efficiency of the two phase GP approach and the comprehensi-
bility of genetic programs evolved using the new fitness function. The approach
was tested on three object detection problems of increasing difficulty and achieved
good results.

We developed a two phase approach to object detection using genetic pro-
gramming. Our results suggest that the two phase approach is more effective and
more efficient than the basic GP approach. The new GP approach also achieved
better detection accuracy than a neural network approach on the second coin data
set using the same set of features. While a detailed comparison between the two
approaches is beyond the goal of this paper, we are interested in doing further
investigation in the future.

We modified the fitness function by including a measure of program size. This
resulted in genetic program detectors that were better quality and more compre-
hensible. It also reduced the search computation time.

Although this approach considerably shortens the training times, the training
process is still relatively long. We intend to explore better classification strategies
and add more heuristics to the genetic beam search to the evolutionary process.

While the programs evolved by the two phase GP approach with the new fit-
ness function are considerably shorter than the basic GP approach, they usually
still contain some redundancy. Although we suspect that this redundancy reduces
the efficiency and the effectiveness of the evolutionary search, it is also possible
that redundancy plays an important role in the search. We are experimenting with
simplification of the programs during the evolutionary process to remove the re-
dundancy, and will be exploring whether it reduces training speed and improves
program quality.

This paper was focused on improving GP techniques rather than investigating
applications of GP on object detection. However, it would be interesting to test
the new GP approach developed in this paper on some more difficult, real world
object detection tasks such as those in the Caltech 101 data set and the retina data
set in the future.
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CHAPTER 25

ARCHITECTURAL SCENE RECONSTRUCTION FROM SINGLE
OR MULTIPLE UNCALIBRATED IMAGES
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National Chung Cheng University,
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Chia-Yi 621, Taiwan, R.O.C.

In this paper we present a system for the reconstruction of 3D models of ar-
chitectural scenes from single or multiple uncalibrated images. The partial 3D
model of a building is recovered from a single image using geometric constraints
such as parallelism and orthogonality, which are likely to be found in most ar-
chitectural scenes. The approximate corner positions of a building are selected
interactively by a user and then further refined automatically using Hough trans-
form. The relative depths of the corner points are calculated according to the
perspective projection model. Partial 3D models recovered from different view-
points are registered to a common coordinate system for integration. The 3D
model registration process is carried out using modified ICP (iterative closest
point) algorithm with the initial parameters provided by geometric constraints of
the building. The integrated 3D model is then fitted with piecewise planar sur-
faces to generate a more geometrically consistent model. The acquired images
are finally mapped onto the surface of the reconstructed 3D model to create a
photo-realistic model. A working system which allows a user to interactively
build a 3D model of an architectural scene from single or multiple images has
been proposed and implemented.

25.1. Introduction

3D reconstruction of real scenes is one of the most challenging tasks in computer
vision.” In this work we have focused on the reconstruction of 3D models of
architectural scenes. One major difference between the 3D reconstruction of ar-
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chitectural scenes and general objects is that the former contains easily detectable
man-made features such as parallel lines, orthogonal lines, corners, etc. These
features are important cues for finding the 3D structure of a building. Most re-
search on architectural scene reconstruction in the photogrammetry community
has concentrated on 3D reconstruction from aerial images.>® Due to long-range
photography, aerial images are usually modeled as orthographic projection. Al-
though the orthographic projection model is easier for aerial images, one major
drawback is that most of the 3D reconstruction of architectural scenes can only
be done on the roofs of the buildings. On the other hand, the perspective pro-
jection model is usually needed for close-range photography, which is capable of
reconstructing the complete (360 degrees) 3D model of an architectural scene.

3D models of architectural scenes have important application areas such as
virtual reality (VR) and augmented reality (AR). Both applications require photo-
realistic 3D models as input. A photo-realistic model of a building consists not
only the 3D shape of the building (geometric information) but also the image tex-
ture on the outer visible surface of the building (photometric information). The
geometric and photometric information can be acquired either by range data and
intensity images, or by the intensity images recorded by a camera. Allen et al'”’
created 3D models of historic sites using both range and image data. They first
built the 3D models from range data using a volumetric set intersection method.
The photometric information was then mapped onto those models by registering
features from both the 3D and 2D data sets. To accurately register the range and
intensity data, and reduce the overall complexity of the models, they developed
range data segmentation algorithms to identify planar regions and determine lin-
ear features from planar intersections. Dick et al’ recovered 3D models from
uncalibrated images of architectural scenes. They proposed a method which ex-
ploited the rigidity constraints usually seen in the indoor and outdoor architectural
scenes such as parallelism and orthogonality. These constraints were then used to
calibrate the intrinsic and extrinsic parameters of the cameras through projection
matrix using vanishing points.> The Euclidean models of the scene were recon-
structed from two images from arbitrary viewpoints.

In this work, we develop a system for 3D model reconstruction of architectural
scenes from one or more uncalibrated images. The input images can be taken from
off-the-shelf digital cameras and the camera parameters for 3D reconstruction are
estimated from the structure of the architectural scene. The feature points (such as
corners) in the images are selected by a user interactively through a graphical user
interface. The selected image points are then refined automatically using Hough
transform to obtain more accurate positions in subpixel resolution. For a given set
of corner points, various constraints such as parallelism, orthogonality, coplanarity
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are enforced to create a 3D model of the building. Partial 3D models reconstructed
from different viewpoints are then registered to a common coordinate system to
create a complete 3D model. The texture information is finally mapped onto the
building to create a photo-realistic 3D model.

25.2. Camera Model and Parameter Estimation

The most commonly used camera model is the pinhole camera model. In this
model the projection from a point (X;,Y;, Z;) in Euclidean 3-space to a point
(z4,y;) in the image plane can be represented in homogeneous coordinates by

X
T ™mi1 mi2 M13 M4
Y;
S| ¥i | = |mimozmas mag | | (25.1)
3
1 Mm31 M32 M33 M34 1
where s is an arbitrary scale factor, and the 3 x 4 matrix
M1 Mi2 M3 Mi4
M = M1 M22 M™M23 M4 (252)

m31 M3z M33 M34

is the perspective projection matrix of the camera. The perspective projection
matrix can be further decomposed into the intrinsic camera parameters and the
relative pose of the camera:

M = K[R t] (25.3)

The 3 x 3 matrix R and 3 x 1 vector t are the relative orientation and translation
with respect to the world coordinate system, respectively. The intrinsic parameter
matrix K of the camera is a 3 X 3 matrix and usually modeled as

fac Y Uo
K=10 f, v (25.4)
001

where (ug, vo) is the principal point (the intersection of the optical axis with the
image plane), v is a skew parameter related to the characteristic of the CCD array,
and f, and f, are scale factors. Thus, Eq. (25.1) can be rewritten as

sp = K[R t|P (25.5)

where P is a 3D point and p is the corresponding image point (in homogeneous
coordinates).
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The correctness of reconstructed 3D model depends on the accuracy of cam-
era parameters. Classical camera calibration methods'? rely on fixed calibration
patterns. In this work, the primary goal is to reconstruct 3D models of archi-
tectural scenes. Since the man-made structures usually contain parallelepipeds,
parallelism and orthogonality will be used for camera parameter estimation. Con-
sider a parallelepiped shown in Fig. 25.1, which resembles the visible surface of
a building. Two planes PyP1P,P5 and PyP,P5P3 are determined by the six
points, Py, Py, Py, P3, P4 and P5. Assume the corresponding image points are
Po, P1, P2, P3, P4, Ps, then we have

sipi = K[RP; + t] (25.6)
fort =0,1,---,5by Eq. (25.5).

Ph
P2 P4
P3 8,
c 8, >
% po a P1
/ .
Fa i
image pl x
(R.T)

projection center

Fig. 25.1. Parallelepiped and a pinhole camera model

As shown in,* for a given parallelepiped in 3D space, if the three angles be-
tween its adjacent edges, 0up, Opc, Ocq, and the image points of the six points of
its two adjacent faces are available, then the pose of the parallelepiped, intrinsic
parameters of the camera and the size of the parallelepiped can be determined by
solving polynomial equations of at most fourth degree. For a special case that 0,
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Oy and 6., are right angles, the equation can be further simplified to a linear sys-
tem. Thus, the camera parameters can be found if the corner points of a building
are identified. Furthermore, the focal length of the camera can be estimated and
used for 3D model reconstruction in the next section.

25.3. Three-Dimensional Model Reconstruction

25.3.1. Reconstruction Algorithm

Chen et al* showed that for any given parallelogram in 3D space with known
image coordinates of four corner points, the relative depths of the four corner
points can be determined. If we consider the four points Py, P;, P, and P3,
which forms a parallelogram as shown in Fig. 25.1, then Py + P4 = P; + Ps by
the property of parallelogram in any world coordinate. Thus, we have

(1) S1
S0 | Yo =A S4 (257)
1 S92
where A is given by
Uy —Uq U2
V1 —U4 V2 (25.8)
1 -1 1

with the corresponding image points p; = (u;,v;) fori = 0,1, 2, 4. If the three
points p1, P2, P4 are not collinear, then A is nonsingular. Thus, the relative
depths, s1/s0, S4/50, S2/50, of the 3D points are given by

51/50 (0
sa/so| = A7 | v (25.9)
82/80 1

if the corresponding image points are not collinear.

The above algorithm calculates the relative depths of the object points, i.e.,
$1/80, 84/80, S2/80, from their corresponding image points py, p4, p2 with re-
spect to po. Only the depth information is not sufficient for shape recovery since
the 3D model of the object contains x and y direction information as well. Thus,
we use the known focus length of the camera (obtained from camera parameter
estimation described in the previous section) to constraint the relative positions
of the 3D points. That is, the focus length of the camera is used as a factor to
scale the displacement in the = and y directions with respect to the depth of the
3D point.
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For example, suppose Py and P; are two 3D points, then we have

PO ~ SoPo (2510)
P1 ~ S1P1 (2511)

by the perspective projection. The ratio of P; to Py is given as

T
E ~ s1Py _ s1[u1 vy 1] (25.12)
PO S()P() SQ[UQ Vo I]T

In the above equation, the z direction information is lost in the image coordinate
system. To recover the 3D shape of the object, the z coordinate of Py is fixed as
the focal length of the camera (in pixel), i.e., 2 = f or Py = [ug vo f]*. Now, if
Py is used as a reference point as shown in Fig. 25.1, then we have

Sy i

P,=" 1w (25.13)
S
oLy

fori=1,2,4.

25.3.2. Registration and Pose Estimation

The goal of model registration is to combine two or more partial 3D models ac-
quired from different viewpoints to a complete 3D models. Usually the registra-
tion or pose estimation involve finding the rotation matrix and translation vector
for the transformation between two different coordinate systems. For any given
two partial 3D models of an object, the overlapping parts are used to identify the
corresponding 3D points for the two models. The corresponding 3D points are
then used to find the rotation matrix and translation vector.

Suppose there are two sets of 3D points to be registered. More precisely,
if we want to find the rotation matrix and translation vector for the data sets,
{x1,%X2,...,xn} and {y1,y2,...,¥yn}, where x; and y; are the corresponding
points, for ¢ = 1,...,n. Then the relationship between x; and y; can be writ-
ten as

yi = Rx; +t (25.14)

Let the correlation matrix for the two data sets be

C=> wxy, (25.15)
=1
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To find the rotation matrix R, singular value decomposition technique is used to
rewrite C as C = UDV” by Eq. (25.15). Since the rotation matrix must satisfy
RR” = I, we have

10 0
R=U|01 0 vT (25.16)
00 det(UVT)

by Eq. (25.15). Finally, the translation vector t can be calculated by
t=y - Rx (25.17)

where X and y are the centroids of the two data sets, respectively.’

25.3.3. Model Optimization

In this work, the 3D model is reconstructed using parallelism and orthogonality
of an architectural scene. Thus, selecting feature points (edge points) which form
parallel or perpendicular lines is an important issue. In the implementation, a
graphical user interface is provided such that the user can manually select the cor-
ner points. Since the selected points are not always accurate enough (for example,
subpixel resolution is not possible and the selection can be affected by the radial
distortion of the camera), an automatic corner detection algorithm is applied on
the neighborhood of the selected points. Hough transform is then carried out to
find more accurate positions in subpixel resolution. For the images captured with
short focal length, the lens radial distortion parameter is approximated by line
fitting and then used for image distortion correction.

To use parallelism, orthogonality constraints and force four corner points to be
coplanar to create an optimized 3D model, we first find the plane equations for the
coplanar points, say A, B, C, D, using least squared fitting. Then the four points
are projected on the plane as points A’, B, C’, D'. Parallelism and orthogonality
constraints are applied on the above four points to obtain the points A”, B”, C"”,
D" which form a rectangle. After the coplanar four points are determined, similar
arguments apply to the planar surfaces which are parallel and orthogonal to each
other in order to satisfy the geometric constraints.

If the roof of a building contains different geometric primitives rather than
rectangles (e.g., triangles or trapezoids), parallelism and orthogonality constraints
cannot be directly applied. In this case, a 3D model of the lower part of the build-
ing is first reconstructed as a “base-model”, which typically contains two perpen-
dicular planar surfaces. The roof (i.e., upper part) of the building is then recon-
structed using coplanarity, parallelism and equidistance constraints on the image
points corresponding to the roof and the 3D points on the base-model. Commonly
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Fig. 25.2. Graphics user interface

used equidistance constraints include the same length of the left and right sides of
a triangle, and the same length of the diagonals of a trapezoid.

25.4. Experimental Results

The described algorithms are tested on a number of objects for the indoor envi-
ronment and outdoor architectural scenes. As shown in Fig. 25.2, a graphics user
interface is developed to assist users to select approximate corner points interac-
tively for 3D model reconstruction. The first experiment is the 3D reconstruction
of a building. Fig. 25.2 shows the three images taken from different viewpoints.
The images are used to create the partial 3D shapes of the object individually. For
each image, the corner points are selected manually by a user and the positions are
automatically refined by Hough transform. The reconstructed partial 3D models
with texture information using the acquired images are shown in Fig. 25.3. The
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Fig. 25.3. Partial 3D shapes of the first experiment

complete 3D model after registration and integration is shown in Fig. 25.4. Al-
though plane fitting has been done on the object surface, rendering with triangular
mesh still cause some visual distortions.

For the structures of the objects containing non-rectangular surface patches,
camera parameters and the “base-models” are first obtained from the lower part of
the objects. Additional image points associated with the upper part of the object
are then added with coplanarity and equidistance constraints. Fig. 25.6 shows
the reconstructed partial 3D models from the corresponding single input images
shown in Fig. 25.5. We have tested the proposed 3D model reconstruction ap-
proach on six outdoor architectural scenes and four indoor objects. The small
scale objects in the laboratory environment usually give better reconstruction re-
sults mainly because of the controlled illumination conditions and the larger focal
length used for image acquisition. For the outdoor building reconstruction, care-
ful selections of the initial corner points are mandatory since the images might
contain more complicate background scenes. Furthermore, the lens distortion has
to be modeled for even close-range photography with short focal length. Since the
evaluation of the final reconstruction result is usually based on the texture infor-
mation of the object, novel views are best synthesized on the viewpoints closer to
the original acquired images.

25.5. Conclusion and Future Research

In this paper, we have presented a 3D model reconstruction system for architec-
tural scenes using one or more uncalibrated images. The images can be taken from
off-the-shelf digital cameras. The feature points for 3D model reconstruction are
selected by a user interactively through a graphical user interface. For a given set
of corner points from one viewpoint, parallelism, orthogonality and coplanarity
constraints are applied to obtain the partial 3D shape of the building. The com-
plete (360 degrees) 3D model of the building is obtained by registering the partial
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L A

Fig. 25.4. Complete 3D model of the first experiment

Fig. 25.5. Input images of the second experiment

Fig. 25.6. Partial 3D shapes of the second experiment

3D models to a common coordinate system. Future research will focus on using
additional geometric constraints to create more detailed 3D models of architec-
tural scenes. Whenever it is possible, texture mapping which contains occluding
objects such as trees will be avoided by using the images captured from different
viewpoints.
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CHAPTER 26

SEPARATING RIGID MOTION FOR CONTINUOUS SHAPE
EVOLUTION

Niels Chr. Overgaard and Jan Erik Solem

Applied Mathematics Group, School of Technology and Society, Malméo
University, Sweden,
E-mail: nco@ts.mah.se

A method is proposed for the construction of descent directions for the minimiza-
tion of energy functionals defined for plane curves. The method is potentially
useful in a number of image analysis problems, such as image registration and
shape warping, where the standard gradient descent curve evolutions are not al-
ways feasible. The descent direction is constructed by taking a weighted average
of the three components of the gradient corresponding to translation, rotation,
and deformation. Our approach differs from previous work in the field by the use
of implicit representation of curves and the notion of normal velocity of a curve
evolution. Thus our theory is morphological and well suited for implementation
in the level set framework.

26.1. Introduction

Gradient descent curve evolutions occur frequently in image analysis applications.
One popular example is the geodesic active contours.! Geodesic active contours
is an example of shape optimization where curves are evolved to fit some form
of data such as, for instance, image edges. Other examples are shape analysis
applications such as shape warping and shape statistics. Shape statistics is often
used as prior information in e.g. segmentation, cf.>!%

Traditionally, shape analysis has been performed by studying the variation of
landmarks on the curves, cf. e.g.* The drawback of this approach is that land-
marks are often very hard to find automatically. Performing analysis directly on
the continuous curve overcomes this problem, but then registration of the shapes
becomes much harder. Here we propose a method that has the potential of solving
this registration problem. Also, a correct warping between shapes has the poten-
tial of solving the difficult “landmark correspondence” problem. In Section 26.4
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we successfully apply the proposed method to both these problems.

In this paper we introduce a geometric procedure for decomposing any curve
evolution into translation, rotation and deformation. This is useful for many ap-
plications and gives a way of modifying gradient flows. The decomposition is
achieved by introducing orthogonal projections of the normal velocity of the evo-
Iution onto the subspaces generated by translations and rotations. Our investi-
gation is inspired by the work in,3 where this type of decompositions were first
studied. However, our method differs from theirs in that we use normal velocities
which gives a geometric theory well suited for level set implementation, whereas®
use vector-valued velocities allowing for tangential re-parametrization. This may
seem like a small difference, but it turns out that the actual projections used are
very different. We also show that the projected evolution still gives descent di-
rections for the energy functional. It should be noted that similar questions have
already been considered for deformable models working with elastic energy ex-
pressions for parametrized curves, surfaces, and bodies, see e. g.,.12 Howeyver, here
we focus on methods that can be incorporated into the level set framework.

The present paper is an extended version of an earlier work® which has been
presented at the 18th International Conference on Pattern Recognition in Hong
Kong, August 2006.

26.2. Level Sets, Normal Velocity, and L2-Gradient Descent

A simple closed curve I' can be represented as the zero level set of a function
¢:R> = Ras

I'={xeR?; ¢(x) =0} . (26.1)

The sets Q™ = {x; ¢(x) < 0} and Q™' = {x; ¢(x) > 0} are called the interior
and the exterior of I, respectively. Geometric quantities such as the outward unit
normal n and the curvature s can be expressed in terms of ¢ as

n:% and H:V-%. (26.2)
The function ¢ is usually called the level set function for I', cf. e.g.”

A curve evolution, that is, a time dependent curve ¢ — I'(¢), can be repre-
sented by a time dependent level set function ¢ : R> x R — RasT'(t) = {x €
R?; ¢(x,t) = 0}. Let us consider the kinematics of curve evolutions. In the
implicit representation, it does not make sense to “track” points on an evolving
curve, as there is no way of knowing the tangential motion of points on I'(¢). The
important notion is instead that of normal velocity. The normal velocity of a curve
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evolution ¢ — I'(t) is the scalar function defined by

Cd, 0d(x,1)/0t
“w T TNl

The normal velocity is independent of the curve representation (and the choice of
level set function ¢) and is therefore a geometric quantity of the evolution. The
set of normal velocities at I' is a linear space. It can be endowed with a natural
scalar product and a corresponding norm, cf.,'!

o(T) (x €T(t)) . (26.3)

(v, w)r :/U(x)w(x) do and |[v||E = (v,v)r , (26.4)
r

where v, w are normal velocities and do is the curve length element. In the fol-
lowing we therefore denote the linear space of normal velocities at I' by L2(T).
The scalar product (26.4) is important in the construction of gradient descent
flows for functionals F(T") defined on a “manifold” M of admissible curves T
Let the Giteaux derivative of E(T') at I is denoted by dE(T")v, for any normal
velocity v, and suppose that there exists a vector VE(I') € L?(T) such that

dE(T)v = (VE(T),v)r forallv e L3(T) . (26.5)

Then VE(T) is called the L?-gradient of E at I'. We make two remarks concern-
ing this notion. First of all, not every functional £ = E(T') has an L?-gradient,
not even when the Gateaux derivative exists. A concrete example is the Kimmel-
Bruckstein functional, E(T') = [ |w - n| do, for the optimal alignment of a curve
I to a given vector field w = w(x) : R? — R?2. It was shown in’ that this
functional has a well-defined Gateaux derivative, however this derivative contains
terms with Dirac §’s which cannot be expressed using the scalar product defined
in (26.4). Secondly, if the L2-gradient does exist, then it is uniquely determined.
This is essentially a consequence of the fact that any smooth functionv : I' = R
may be considered to be the normal velocity of some curve evolution which passes
through T" at ¢ = 0, see [11, Lemma 2], so that C°°(T") is dense in L?(T"). Then, if
VE(T) is “another” gradient for E at T', then (VE — VE, v)r = 0 for all normal
velocities, by the definition of the gradient in (26.5), hence for all v € L%(T") by
density. In particular, we can take v = VE — VE so that [VE — VE|[2 = 0,
which proves the uniqueness assertion.

The gradient descent flow for the problem of minimizing FE(T") is defined as
the solution of the following initial value problem

%I‘(t) = _VET(t), T(0) =T, (26.6)

where I'y is an initial contour specified by the user.
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Let us mention that in® the kinematic entity corresponding to our normal ve-
locity v in (26.3) is a vector valued function v : I' — R? given by v = vn.
Consequently the L?-scalar product used there is defined, via the Euclidean scalar
productin R?, as (v,w)r = [ vI'w do. While (v, w)p = (v, w)r, for any pair
of normal velocities, the difference in choice of scalar products actually makes a
difference when rigid motions are considered, as we shall in the following sec-
tions.

26.3. Decomposition of Evolutions

Let E(T') be an energy functional defined on the manifold M of admissible curves.
Again, we want to minimize E(T"). Instead of using the gradient descent evolution
defined by (26.6), we search along the path of another evolution ¢ — T'(¢) defined
by
d

Ef(t) =v([(t)), I'(0) =Ty, (26.7)
where the normal velocity v = v(T") is a descent direction for E(T"). The construc-
tion of v(T") is based on an idea presented in.* The L2-gradient VE = VE(I), is
decomposed into three components I[IVE, [IrVE, and IIpVE. Here [I7VE
and [IpVE are the orthogonal projections of VE onto the subspaces of normal
velocities at I" generated by translations and rotations, respectively. IIpVE is
defined as the residual [IpVE = VE — [I7VE — IIpVE. The right-hand side
in (26.7) is defined as a convex combination of these components,

V= —(M1HTVE + ullgrVE + M3HDVE), (26.8)

where the weights fi1, po, s > 0 satisfy p; + po + ps = 1.

Note that if we choose p3 = 0 in (26.8), then the curve evolution (26.7) be-
comes a rigid motion; it changes the position and orientation of the initial contour
T"p without changing its shape. Hence the residual component IIp V E' may be in-
terpreted as the part of V E responsible for the deformation of the contour shape.
Also, note that if gy = pe = pus = 1/3, thenv = —%VE, so0, apart from a time
scaling, we recover the original gradient descent evolution (26.6).

26.3.1. The Projection onto Translations

We now show how the projections I is constructed. Let I be a fixed contour, v €
R? an arbitrary vector, and define a curve evolution ¢ +— I'(#) as the translation of
F’

I't) ={x+tv;x eI} (26.9)
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It is easy to see that the normal velocity of the evolution in (26.9) is given by
vr=nTv. (26.10)
Inspired by this we define the following subspace of L?(T):
Ly = Lp(T) := {v € L*");v = n"'vfor some v € R?}. (26.11)

The elements of L7 are exactly the the normal velocities which come from pure
translation motions. Notice that dim L7 = 2, because L1 has the normal veloci-
ties v; = n7vy,ve = nTv, as a basis, whenever v, vs is a basis for R2. Now,
define II7 = II7(T") as the orthogonal projection in L?(I") onto L. Clearly, the
identity

HTUT = Ut (26. 12)

holds because vr, given by (26.10), belongs to L. We can use this identity to find
an explicit formula for IT7. Multiply v7 by n and integrate over I', then (26.10)

implies that
/andJ: /(nTV)ndU = {/nnT da} V. (26.13)
r r r

We call the matrix S := fr nn’' do appearing on the right-hand side the structure
tensor for the curve I'. S is clearly positive semi-definite;

wlSw = /annTw do = /(nTW)2 do >0, (26.14)
r r

for any w € R?2. However, more is true:
Proposition 1 The structure tensor S is positive definite, in particular S is invert-
ible.
Proof: Suppose wl Swy = 0 for some wy € R?, then it follows from (26.14)
that [.(n"wo)?do = 0, so that n” wy = 0 identically on I'. This implies that
n is constant along I', which is clearly impossible if I" is a closed curve. This
contradiction shows that S must be positive definite. 0
We remark that the above results is invalid for one-dimensional curves in three
of more space dimensions. In fact, the above proof breaks down of we consider a
planar curve in three dimensions and take w( normal to the plane in question.
By the proposition and (26.13) the translation vector v corresponding to the
normal velocity vy can be reconstructed: v = [ [.nn” do| -t Jrvrndo. Using
(26.10) we then get

—1
vp=nTv=n" [/ nn” da} / vrndo . (26.15)
r r
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Comparing this identity to (26.12) suggests that 11 is given by

-1
Orv=nTv=nT [/ nn’ da] / vndo (26.16)
I I

for all normal velocities v € L2(T"). This is indeed true, as it is easily checked that
the operator 11 defined by the right hand-side of (26.16) is self-adjoint (II* = II)
and idempotent (IT> = II), hence an orthogonal projection. Moreover, (26.15)
shows that Lt is contained in the range of II, and since the dimension of II’s
range is two, it follows that II = Il as claimed in (26.16).

26.3.2. The Projection onto Rotations

Next, we derive a formula for the projection IIr. Consider rotations in the plane;
the rotation of I" about a point xg € R? with angular velocity w is given by

I(t) ={R(t)(x —x0) + X0 : x € '}, (26.17)

where R(t) = [ngg:g ZZ’SY(’LE)‘;;) |. The corresponding normal velocity at t = 0 is
given by

T(x—%) (xeT). (26.18)
Here we have defined x = [{ ! |x = R/(0)x. Now, set
Lp = {ve€ L*I);v = wn’ (%X — %¢) for some w € R}.

Clearly dim Lr = 1 for any fixed xo. The orthogonal projection onto L is given
by the formula

n’ (x — X¢) [ on” (%X — X0) do

Jr InT(x — %0)|? do

g = (26.19)
Again it is easy to check that IT§, = I and I1% = Ilp.

The point xq in (26.19) is chosen such that the two subspaces L1 and Ly are
orthogonal, or equivalently, Il = IIgplly = 0. Using (26.16) and (26.19)
it is easy to see that xo must satisfy the following vector relation [, [n”'(x —
X0)|ndo = 0, hence

-1
%0 = [ / nn” do] / (nTx)n do, (26.20)
I I

where the structure tensor for I" appears again. Since Lt and L are now orthog-
onal, it follows that the residual IIp = I — Il — IIg (I denoting the identity
operator) is also an orthogonal projection. The range of 11 is interpreted as the
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space of normal velocities which are responsible for deformations of the initial
contour.

We end this section with some two important observations. The first obser-
vation implies that the normal velocity constructed in (26.8) is in fact a descent
direction for the functional E(T").

Proposition 2 If 11 is an orthogonal projection in L*(T"), and the normal velocity
v(I') = —IIVE(T) is not identically zero on I'. Then v(T") is a descent direction
Sor E(T).

Proof: Lett +— T'(t) be the curve evolution which solves (26.7) with v(I") given by
the formula in the proposition, then the claim follows from the following simple
calculation:

d
ZE(I) = (VE(D),v(1)r

— (VE(D), ~IVE(D)r = —[IVE(D)[2 < 0,

where we have used that IT? = II, IT* = II, and v(T") # 0. O

The second observation is related to the fact that the projection methods de-
scribed above can be applied to any energy functional E with a well-defined L?-
gradient VE. For instance we may apply the method to the arc length- and en-
closed area functionals:

E,(T) := / do , and E,(I'):= [ dx ,
T Qint
respectively. Since the values of E,(I") and E,(I") are invariant under translation
and rotation, we would not expect these functionals to generate any rigid motion
at all. In other words we expect the orthogonal projections onto Ly (I") and L (T")
of the L2-gradients

VE,(T)=r , and VET)=1,

to be zero. This expectation is easily verified by substituting the above gradients
into the formulas (26.16) and (26.19) for the projections II7 and I1r, and use the
basic identities [.knds = 0, [.nds = 0, and the definition (26.20) of the
centre of rotation xg.

26.4. Experiments

In this section we apply the method of projections, introduced above, to some
concrete examples. We consider two applications within shape analysis of curves:
Continuous shape warping and registration of continuous shapes. All curves are
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Fig.26.1. The figure shows the contours of two copies of the same pigeon. The symmetric difference
of the interiors of these contours is the shaded region, i.e., the set of points belonging to exactly one of
the interiors.

represented implicitly as described in Section 26.2. The shapes are taken from the
Kimia shape database.®

We will use the the gradient flow associated with the area of symmetric differ-
ence, cf.,> between two shapes I' = {x € R? : ¢(x) = 0} and Ty = {x € R?:
¢o(x) = 0} defined as

FEsp(T') = Esp(T,Ty) = %area(Qi“‘AQB“) : (26.21)

where AAB denotes the symmetric difference of A and B, defined as the set of
points which is contained in exactly one of the sets A of B, cf. Figure 1. To find
the gradient of the functional Esp, we introduce the characteristic functions X ¢int
and XQiom of the interiors of I" and I'y respectively, and rewrite E as,

1 2 1 2 2
Esp(T) = 3 /R2 (XQim - ngnt) dx = 3 /R2 (XQim - 2XQimXQ%m =+ XQiOm) dx
1
= B /R2 (XQinl — 2XQintXQ%)nt + Xﬂ%nt) dx
1
= /im(5 - XQiOm) dx + const,
Q

since the target contour I'y is held fixed. It is now easy to see that the correspond-
ing L?-gradient is given by the normal velocity VEsp(I') = 3 — Xqjnt defined
on I'. In practice the characteristic functions are represented using continuous
approximations of the Heaviside function, cf. e.g.?

26.4.1. Continuous Shape Warping

Here we show that the standard evolution from the symmetric difference gives a
very un-intuitive motion when continuous shapes are warped from one shape to
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Fig. 26.2. Examples of shape warping generated by minimizing the area of the symmetric difference
between an evolving shape and the fixed target shape. The evolving shape is the black curve and the
red curve is the target shape. The evolution is from left to right with the initial curve to the far left and
the final curve to the far right. For each example, the top row corresponds to the evolution where the
rigid motion projection is weighted higher than the deformation and the bottom row is the standard
gradient descent flow. Notice that with the standard gradient descent flow, the intermediate shapes bear
little or no resemblance to neither the initial nor the target shape. This problem can be solved using
the weighted projected motion. The parameters used were (11, 2, u3) = (0.3,0.7,0), initially,
switching to (u1, p2, u3) = (0.1, 0.1, 0.8) at the end of the evolution.

another. This has also been noted for the case of using approximate Hausdorff
distance in.® If the shapes are not perfectly aligned, the evolution will remove
details of the initial shape to a smooth shape and then grow new details corre-
sponding to the target shape. This gives practically useless intermediate shapes.
If we instead partition the flow as in (26.8) and weight rotation and translation
higher than deformation, we obtain a much more intuitive flow with the desired
intermediate shapes. We illustrate this in Figure 26.2. For each example the top
row corresponds to the evolution where rigid motion projection is weighted higher
than deformation and the bottom row is the unchanged symmetric difference flow.

26.4.2. Registration of Continuous Shapes

Another important application is shape registration. Shape registration implies the
alignment of shapes and is a crucial step if one is interested in computing shape
statistics and analyze shape variation. In this case we turn off the deformation part



492 N. C. Overgaard and J. E. Solem

Fig.26.3. Registration using the rigid part of the evolution. The initial shapes (left), shapes registered
(right).

entirely and simply use the normal velocity
v(I') = =(umlrVEsp(T') + pellrVEsp(I')) (26.22)

Figure 26.3 shows some examples of this procedure where one curve is chosen as
the target shape and all other shapes are evolved towards this curve using (26.22).

26.5. Conclusions

We have presented a method for decomposing any curve evolution into rigid mo-
tion and deformation. The method is applied to shape warping and registration
problems with satisfying results. The theory is developed for use in the level set
framework and is simple to implement. It is our opinion that problems of shape
analysis, shape statistics and shape optimization should be studied in the contin-
uum framework using the language of geometry and mathematical analysis. Many
vision problems can then be formulated as variational problems, which are usu-
ally easy to interpret, and discretizations are introduced only at the point where the
numerical solution of the derived equations are computed. This will facilitate the
understanding and comparison of different methods in the field. The aim of this
paper was to try to apply level set methods to standard problems in shape analysis
of curves. Although the method presented here is far from perfect, and certainly
not competitive with standard tools in the field, it may still be regarded as a small
step in the direction of a continuum formulation of shape analysis.
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In this paper, we propose a partial differential equation based method to
segment image objects, which have a given parametric shape based on
energy functional. The energy functional is composed of a term that
detects object boundaries and a term that constrains the contour to find
a shape compatible with the parametric shape. While the shape
constraints guiding the PDE may be determined from object's shape
statistical models, we demonstrate the proposed approach on the
extraction of objects with explicit shape parameterization, such as
linear image segments. Several experiments are reported on synthetic
and real images to evaluate our approach. We also demonstrate the
successful application of the proposed method to the problem of
removing camera lens distortion, which can be significant in medium to
wide-angle lenses.

1. Introduction

Variational methods and partial differential equations (PDEs) are more
and more being used to analyze, understand and exploit properties of
images in order to design powerful application techniques, see for
example [15, 16, 17]. Variational methods formulate an image
processing or computer vision problem as an optimization problem
depending on the unknown variables (which are functions) of the
problem. When the optimization functional is differentiable, the calculus
of variations provides a tool to find the extremum of the functional
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leading to a PDE whose steady state gives the solution of the imaging or
vision problem. A very attractive property of these mathematical
frameworks is to state well-posed problems to guarantee existence,
uniqueness and regularity of solutions [16]. More recently, implicit level
set based representations of a contour [9] have become a popular
framework for image segmentation [10, 11, 1].

The integration of shape priors into PDE based segmentation methods
has been a focus of research in past years [2, 3, 4, 5,6, 7, 8, 12, 13, 14].
Almost all of these variational approaches address the segmentation of
non-parametric shapes in images. They use training sets to introduce the
shape prior to the problem formulation in such a way that only familiar
structures of one given object can be recovered. They typically do not
permit the segmentation of several instances of the given object. This
may be attributed to the fact that a level set function is restricted to the
separation of two regions. As soon as more than two regions are
considered, the level set idea looses parts of its attractiveness. These
level-set methods find their largest area of application in the
segmentation of medical images. After all, none can expect to find two
instances of a human heart in a patient's scanned chest images!

On the other hand, extracting image parametric shapes and their
parameters is an important problem in several computer vision
applications. For example, extraction of a line is a crucial problem in
calculating lens distortion and matching in stereo pairs [18]. As such, our
research has addressed the application of variational methods and PDEs
to the extraction of linear shapes from images. To the best of our
knowledge, we are not aware of any efforts, other than ours, in that
regard. Towards this end, we associate the parameters of the linear shape
within the energy functional of an evolving level set. While existing
approaches do not consider the extraction of more than one object
instance in an image, the case where they would fail, our formulation
allows the segmentation of multiple linear objects from an image.

The basic idea of this paper is inspired by a level set formulation of
Chan-Vese [1]. We introduce line parameters into a level set formulation
of a Chan-Vese like functional in a way that permits the simultaneous
segmentation of several lines in an image. The parameters of the line are
not specified beforehand, they rather evolve in an unsupervised manner
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in order to automatically select the image regions that are linear and the
parameters of each line are calculated. In particular, we will show that
this approach allows detecting image linear segments while ignoring
other objects. This simple, easy-to-implement method provides noise-
robust results because it relies on a region-based driving flow.

Moreover we apply the proposed PDE-based level set method to the
calibration and removal of camera lens distortion, which can be
significant in medium to wide-angle lenses. Applications that require 3-D
modelling of large scenes typically use cameras with such wide fields of
view [18]. In such instances, the camera distortion effect has to be
removed by calibrating the camera’s lens distortion and subsequently
undistorting the input image. One key feature of our method is that it
integrates the extraction of image features needed for calibration and the
computation of distortion parameters within one energy functional,
which is minimized during level set evolution. Thus our approach, unlike
most other nonmetric calibration methods [21, 22, 23], avoids the
propagation of errors in feature extraction onto the computation stage.
This results in a more robust computation even at high noise levels.

The organization of this paper is as follows: In Section 2, we briefly
review a level set formulation of the piecewise-constant Mumford-Shah
functional, as proposed in [1]. In Section 3, we augment this variational
framework by a parametric term that affects the evolution of the level set
function globally for one object in the image. In Section 4, we extend
this in order to handle more than one parametric object. In Section 5 we
describe several experiments to evaluate the proposed method. We apply
this method to lens distortion removal in Section 6. The conclusions are
presented in Section 7.

2. Region-Based Segmentation with Level Sets and PDEs

In [1] Chan and Vese detailed a level set implementation of the
Mumford-Shah functional, which is based on the use of the Heaviside
function as an indicator function for the separate phases. The Chan-Vese
method used a piecewise-constant, region-based formulation of the
functional, which allows the contour to converge to the final
segmentation over fairly large distances, while local edge and corner
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information is well preserved. It can detect cognitive contours (which are
not defined by gradients), and contours in noisy images.

According to the level-set framework a contour, C , is embedded in a
single level set function ¢ : Q2 — R such that:

C={(x,y)eQ:px,y)=0},
inside (C)={(x,y)eQ:d(x,y)>0}, )]
outside(C)={(x,y)eQ:d(x,y)<0}.

In the Mumford-shah model, a piecewise constant segmentation of an
input image f is given by [1]:

E, (cico,$)= | |VH,($)|dxdy+v[ H,($)dxdy

: ) 2
+4[ |f-al Ho@dxdy+ 4] |f -l (- H,(#)dxdy,

where ¢, and c, are the mean values of the image f/ inside and outside
the curve defined as the zero-level set of ¢, respectively, and w,v,4,,4,
are regularizing parameters to be estimated or chosen a priori. H, is the
regularized Heaviside function defined as [1]

H_(s) =%(1+%arctan (SED 3)

SO

dH, 1 &
2.8)= ds 78 +s° @

The regularized H, and ¢, having a discretization with a support
larger than zero permit the detection of interior contours — for example if
one wants to segment a ring-like structure, starting from an initial
contour located outside the ring.

The Euler-Lagrange equation for this functional is implemented in [1]
by the following gradient descent:



A PDE Method to Segment Image Linear Objects with Application to Lens Distortion Removal 499

99 _

5 (¢){ﬂd11’(|v¢|]—v “A(f =) + A —e,) )

where the scalars ¢, and ¢, are updated with the level set evolution and
given by:

Ve @dsdy
[ (pyaxay

(6)

_[F o) -H () dvdy
[a-H, (pdxdy

(7

Figure 1 illustrates the main advantages of this level set method.
Minimization of the functional (2) is done by alternating the two steps of
iterating the gradient descent for the level set function ¢ as given by (5)
and updating the mean gray values for the two phases, as given in
equations (6, 7). Implicit representation allows the boundary to perform
splitting and merging.

3. PDE Method for Line Segmentation

Our goal here is to extend the energy functional (2) in order to force the
level set to segment only the linear shapes. This is done by adding a term
E,,. that measures how well the level set represents the line. The new
energy functional becomes:

E ESLg ELine . (8)

To derive E,. = the line is represented by its polar coordinates:

Line

p=xcosf+ysind, 9)

where @ is the orientation of the normal to the line with the x axis, and
pis the distance of the line from the origin. The square distance, »°, of a
point (xl, yl) from the line is obtained by plugging the coordinates of
the point into (9):
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r* =(x,cos@+y,sinf—p)’. (10)
So we can express FE,,  which minimizes the sum of distances between
the points inside the zero level set and a line with parameters (p, &) :

2
Ep(p0.9)=| (p—x cosO—ysind) H (Pdedy. (1)
If the points inside the zero level set represent a line, £,,  will tend to be
ZEerO0.
Keeping p and @ constant and minimizing this energy functional
(11) with respect to ¢, we deduce the associated Euler-Lagrange
equation for ¢ as

Line

aELine 1 2
a_¢:5£(¢)[(,o—x cos @ — y sin @) ] (12)

. . CE, OE . o
Keeping ¢ fixed and setting —2*¢ =0, and —22¢=0, it is
op 00
straightforward to solve for the line’s pand 8 parameters as:
p=xcosfd+ysinb, (13)

where x and y represent the centroid of the region inside the zero level
set and given by [26, 27]:

[ xHpxdy [ yH (pdxdy
*= Y = : (14)
[ H,(p)dxdy [ H,(¢)dxdy
and
2] =larctan[ % J, (15)
2 a, —a,

where a,, a, and a, are given by [26]

a=| (x ~X)H,(p)xdy , (16)
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20°
=0

Figure 1. Evolution of the boundary for the Chan-Vese level set (with a single level set
function). Due to the implicit level set representation, the topology is not constrained,
which allows for splitting and merging of the boundary.

a, =2 (x =)y —)H ($)dxdy , (17)

a=[ (v =7V H ($)xdy . (18)

The Euler-Lagrange equation for the total functional (8) can now be
implemented by the following gradient descent:

99

Vo
Py =0,(9) ﬂle[ v

¢| J_V_/‘Ll(f_cl)

+4,(f-c,) —a(p—xcosﬁ—ysinﬁ)z]

(19)

where the scalars ¢, ¢,, p, and @ are updated with the level set
evolution according to Egs. (6,7,13-18).

The weights 4 and A, can be used to speed up the evolution towards
the object boundaries, while x# and v regulate the zero level set. For
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example x has a scaling role [1]; if we have to detect all or as many
objects as possible and of any size, then g should be small. If we have
to detect only larger objects, and not to detect smaller objects (like
points, due to the noise), then x has to be larger. The weight o controls
the emphasize on the required object shape.

It has been observed in our experiments that for sufficiently large o,
the final shape of the zero level set for a nonlinear object will be the axis
of second moment (axis of elongation) for the object as illustrated in
Fig.2. To get around this, the weight of the area term, v , in (2), and
consequently (8), is increased. This causes the minimum of the energy
functional (8) to occur when ¢ <0 all over the image, thus ignoring the
undesired object.

4. Multi-Object Segmentation

The previous method works only if there is one object in the image. If
this object is linear, it will be detected, whereas other shapes are ignored.
If there are more than one object, H (¢) will represent all those objects
and Equations (13-18) will not be applicable. In this section we extend
our method in order to perform multiple region segmentation based on
fuzzy memberships that are computed by a Fuzzy C-mean algorithm
(FCM) [19].

4.1. The Fuzzy C-mean Algorithm

The (FCM) generalizes the hard k-means algorithm to allow a point to
partially belong to multiple clusters. Therefore, it produces a soft
partition for a given dataset. If we assumed that Ulcxn] is a
membership matrix which contains the degree of membership for each
cluster. Here, n denotes the number of patterns and ¢ the number of
clusters. In general the elements u, of the matrix U are in the interval
[0,1] and denote the degree of membership of the pattern x, to the
cluster ¢,. The following condition must be satisfied

Mu, =1LVI<k <n. (20)
i=1
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Also if we assumed that V =(v,,v,,...,v_) is a vector of cluster
centre to be identified. The (FCM) attempts to cluster feature vectors by
searching for local minima of the following objective function [19]:

J, U=, ) D, @1)

i=l k=1

where the real number m €[0,00) is a weighting exponent on each fuzzy
membership (typically taken equal to 2), D, is some measure of
similarity between v, and x, or the attribute vectors and the cluster
centers of each region. Minimization of J, is based on the suitable
selection of U and V using an iterative process through the following
equations:

2 -1

c D'k (m—-1) )
Ui =| 2| 5 Vi.k, (22)

" u,"x
v _@vlg (23)

i P n
Zk:luik

The algorithm stops when w, ,, —u, ., <& or the maximum
number of iteration has been reached. The (FCM) has several
advantages. 1) It is unsupervised, 2) it can be used with any number of
features and any number of classes and 3) it distributes the membership
values in a normalized fashion. However, being unsupervised, it is not
possible to predict ahead of time what type of clusters will emerge from
the FCM.

4.2. Handling Multiple Objects

The FCM algorithm provides an initial segmentation of the image into a
given number N of clusters. Let u,(x,y) denotes the membership of
the pixel (x,y) in the i-th cluster. A level-set function, ¢, , is associated
with each cluster, except for the cluster with largest number of pixels as
it is assumed to be the background. Each ¢, is initialized such that:
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Figure 2. Evolution of the boundary for the level set under the functional (8). Due to the
E,,. term, the final shape of the boundary is the second moment axis of the object.

Increasing v causes smaller part of the object axis be detected. Further increase in v
leaves the nonlinear object undetected.

{415,. >0,V(x,y)efu,(x,y)=0.5} (24)

@, <0, Otherwise

The term E,,, of the energy functional (8) is still given by (11),
whereas the term £, is now based on minimizing several level set
functions {¢, } :

@)=Y P [la=u)H (6)+u,(1=H, (4 )]dr
ke (25)
+yI|VH€(¢§ )|dx +ijE(¢i )dx},

which can be simplified to
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E, ()= 2| A[=2u)H (4, )dx
e (26)
+ u[|VH (8)|dx +v [ H (4, )dx }

where u,A are regularizing parameters to be estimated or chosen a
priori. The functional (26) aims to maximize the total membership inside
the isocontour of the zero level-set.

The Euler-Lagrange PDE for the new energy functional can now be
implemented by the following gradient descent for each level set:

% _ SR .
~ —a;(¢,->[udz {(W . |>] v -A-2u,)

—a(p, —x cosf —y sin@)z],

27

where the scalars p, , and6, are updated with the level set evolution
according to (13)-(18). The overall level set representation is eventually
obtained from the final {¢, } as max(¢,), for all i.

One problem however may arise if multiple disjoint objects belong to
the same cluster (e.g., if they have the same color). Therefore after the
initial clustering by the FCM algorithm, connected-component labeling
is carried out on a hardened version of the result so objects within the
same cluster are separated. Each object part is represented by an image
that contains the membership information but with other twin object
replaced by 0. Note that N in (26) will thus be increased accordingly.

We summarize the above scheme by the following algorithm outline:

e The input image is initially segmented into a number of clusters
based on the FCM algorithm.

¢ Connected-component labelling is carried out on hardened version of
each cluster, except the background, to separate the objects in that
cluster.

e Construct an image for each initially detected object, this image
contains the membership information of that object.
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o Initial level-set is imposed for each object according to (24).

e Each level set is evolved based on (27). If the object is not linear, the
isocontour of the zero level-set associated with this object will
vanish.

e At the end of evolution, the final level set equals ¢ =max{g, }, for all
1. The remaining level sets, {¢ }, represent the linear objects. The
parameters of the linear objects have been already calculated during
the evolution according to (13)-(18).

This algorithm presents a simple, yet effective method to handle
multiple objects in images. This is in contrast to existing methods that
mostly did not consider this case. One of the few reported techniques that
did consider it is the one by Brox et al. [25]. However, their method is
rather complicated and not straight-forward to implement because they
employed the combination of several ideas from multi-scale basis, a
divide-and-conquer strategy, expectation-maximization principle and
nonparametric Parzen density estimation.

5. Experimental Results

In order to evaluate the performance of the proposed technique on line
segmentation, several experiments using synthetic and real images have
been carried out. In the experiments, we choose the regularizing
parameters as follows: a=1, 1=10, x#=0.5, and v =10. As our
method is region-based segmentation it is robust in noisy images. This is
demonstrated in Fig. 3. All lines have been successfully extracted from
an image artificially corrupted with high noise with standard deviation
o =45 . Note that due to the shape constraints, our method again extracts
only the lines and ignores other objects. For the sake of comparison, the
result of the classical Hough transform applied to the same test image
without noise, is shown in Fig. 3(c). Apparently, the level set method
extracts only linear objects in the image, whereas Hough transform can
also detect linear boundaries of objects (e.g., the box). However once the
noise level in the image increases, Hough transform will face some
problems. This is, because it depends largely on edge detection, it is
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sensitive to image noise, which may result in missing legitimate image
lines when applied to the image in Fig. 3(a), as shown in Fig. 3(d).

We use the proposed method to extract intersected lines that have
different colors; as shown in Fig. 4, which is a difficult problem for
almost all existing level-set-based methods. Because of the lines
intersections, the three lines could be treated as one object that would not
become linear anymore. The initial level-sets based on the FCM output
according to (24) are imposed on the image in Fig. 4(b). As shown in
Fig. 4(c), the proposed method successfully segmented the lines, in spite
of their intersections, and because of the shape-based term, other objects
were discarded.

An example of a real image is illustrated in Fig. 5. The FCM output,
shown in Fig. 5(b), treats lines and birds as the same object. This is clear
in Fig. 5(c) where the initial level sets take the lines and birds as one
object. The level sets correct this and successfully extract only the lines
in Fig. 5(d), even in spite of the birds touching the lines. Another real
example is considered in Fig. 6. The initial level set based on the FCM
algorithm is shown in Fig. 6(b). The final result in Fig. 6(c) shows how
our algorithm can extract only the linear objects and discard the others.

6. Application: Lens Distortion Removal

In this section we apply the variational-based method in the previous
sections to calibrate lens distortion. We will focus in this section on
recovering the radial component of lens distortion, as it is often the most
prominent in images. Our approach is based on the analysis of distorted
images of straight lines. We use a PDE-based level set method to find the
lens distortion parameters that straighten these lines. One key advantage
of this method is that it integrates the extraction of image distorted lines
and the computation of distortion parameters within one energy
functional which is minimized during level set evolution. Thus our
approach, unlike most other nonmetric calibration methods [21, 22, 23],
avoids the propagation of errors in feature extraction onto the
computation stage. This results in a more robust computation even at
high noise levels.
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Figure 3. Extracted lines from highly noisy image (noise standard deviation = 45),
(a) Input image, (b) The final result using our method, (c) Result of Hough transform on
the noise-free image, (d) Result of Hough transform on the noisy image.

) - O, O
<L
(a) (b)

(c)
Figure 4. Extraction of intersected lines with different intensities. (a) The input image, (b)
Initial level set based on FCM clustering , (c) Final result.
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(b)

(c)

: — |
e IE S LIERIIIEE S S =

— e e e e e e

(d)
Figure 5. A real image "Birds on power lines". (a) Input image, (b) Hardened output of
FCM algorithm, (c) Initial level set based on the output of FCM algorithm, (d) Final level
set showed how our method excluded the birds.
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(c)
Figure 6. A real image "A running track". (a) Input image, (b) Initial level set based on
the output of FCM algorithm, (c) The final level set imposed on the image.
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The closest work to ours is that of Kang [24]. He used the traditional
snake to calculate the radial lens distortion parameters. However, his
method is sensitive to the location of the initial contour, so the user
should specify the position of the initial contour. In contrast, our level-set
based method has some global convergence property that makes it not
sensitive to the initial level set.

We start by giving briefly a standard model for lens distortion in
camera lenses, and then we formulate our approach.

6.1. Camera Distortion Model

The standard model for the radial and decentering distortion [20, 21, 28]
is mapping from the observable, distorted image coordinates, (x,y ), to
the unobservable, undistorted image plan coordinates, (x“,y").
Neglecting all coefficients other than the first radial distortion term, the
model becomes:
u = 2
X =x+Xx(xr"), 28)
Y =y+yxr?),

X=x—c,y=y-c, r>=x*+73%, and x is the coefficient of radial
distortion. » 1is the radius of an image point from the distortion center,
defined as (c,,c,) above. The distortion centre is quite often located
near the image centre [20, 22, 28]. Following previous works [24, 28] we
assume the distortion centre to be the image centre. We thus seek to
recover, x , as it has the most dominating effect.

6.2. Our Approach

Our goal here is to use the energy functional (8) in order to force the
level set to segment linear, or should-to-be-linear, objects from the image
and simultaneously solve for the lens distortion parameter. The algorithm
outlined in Section 4 is used here. However the £,  term of the energy
functional becomes

Line
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Eup(06.8)= (p —x"cos6 —y"sin6,) H(@)dxdy , (29)

which measures how well a level set presents a line in the undistorted
image coordinates (x“,y "), with & being the orientation of the normal
to the line, and p, being the distance to the line from the origin. Note
that the undistorted coordinates are related to the given distorted image
coordinates (x,y) via the distortion parameter x as in (28). As for x
that minimizes the total energy functional £, we start with an initial
guess x° (in our implementation, we take it 0). Introducing an artificial
time, ¢, x is then updated according to the gradient decent rule
ox OF

o ox’
where

OF -

—=2a x"cos@ +y"sin@ — p,
— ;L; | +y"sing, - p,)

(30)
[(x —c,)r? cosO, +(y —c,)r’sin6, | H (4 )dx dy

Note that x is updated based on all level sets, but on the other hand each
level set is updated by deducing the associated Euler-Lagrange equation
for ¢, :

% _ Ok _ vl (Y], Zaa-

—a(p, —x" cos@, —y"sin6, )2],

where the scalars p, , 6,, and x are updated with the level set evolution
according to (13, 15, 31). In the steady state the value of x is the
required lens distortion coefficient.

6.3. Experimental Results

The approach is applied to real images acquired by a cheap BenQ
camera. To calibrate the radial lens distortion coefficient, we captured an
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image of a group of straight lines on a white paper; see Fig. 7(a). Such a
calibration pattern is easily prepared (e.g., with just a printer) without
any special construction overhead. Another sample image captured by
the same camera is shown in Fig. 7(b). Both acquired images are
160x120 and have noticeable lens distortion. Our approach is then
applied to the calibration image to recover the value of lens distortion
parameter. Figs. 7(c-d) show the initial and final zero-level sets,
respectively. Our method took less than a minute on P4 2.8GHz pc. The

(e) ()
Figure 7. Lens distortion removal from a real images: (a) The calibration image which is
used to get K, (b) An input distorted image, (c) Initial zero level set, (d) Final zero level
set (¢) Calibration image undistorted, (f) Image in (b) undistorted using the obtained K .
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estimated x is employed to remove the distortion from the original
images taken by the camera, see Fig. 7(e-f). Clearly the should-to-be
image lines are indeed mapped to straight lines in the resultant images.
One may notice some artifacts (left intentionally) with the undistorted
images due to the inverse mapping of the distortion model in (28), which
can be fairly fixed, if desired, by doing some post-processing. Further
experiments on synthetic data, [29], have shown that the accuracy of our
proposed method remains within 0.1 pixels up to a high noise level of
o=35.

7. Conclusions

We have presented a new variational approach to integrate parametric
shapes into level set-based segmentation. In particular, we addressed the
problem of extracting linear image objects, selectively, while other
image objects are ignored. Our method is inspired by ideas introduced by
Chan and Vese by formulating a new energy functional taking into
account the line parameters. By simultaneously minimizing the proposed
energy functional with respect to the level set function and the line
parameters, the linear shapes are detected while the line parameters are
obtained. This method is extended using Fuzzy memberships to segment
simultaneous lines of different intensities. This method is shown
experimentally to segment simultaneous lines of different intensities,
even in images of large noise.

We have also applied the proposed approach to calibrate camera lens
distortion. In order to achieve this, the formulated energy functional
depends on the parameters of lens distortion parameters as well. By
evolving the level functions minimizing that energy functional, the image
lines and lens distortion parameters are obtained. All this approach
needs is an image captured by the camera for a group of straight lines on
a white paper. Such a calibration pattern is easily prepared (e.g., with just
a printer) without any special construction overhead. One key advantage
of our method is that it integrates the extraction of image features needed
for calibration and the computation of distortion parameters; thus
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avoiding, unlike most other nonmetric calibration methods, the
propagation of errors in feature extraction onto the computation stage.

Our future research is directed towards the segmentation of other

parametric shapes from images, e.g., conics, which are of special
importance in geometric computer vision. In addition, it is directed to
incorporating more lens distortion parameters in order to be able to
remove the distortion from severely-distorted images, such as in very-
wide-view cameras, and to achieve more accurate calibration.
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